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Abstract: Recommender systems are inherently plagued by selection bias arising 

from the Missing Not At Random (MNAR) nature of observed interactions. 

Doubly Robust (DR) learning, which integrates Inverse Propensity Scoring (IPS) 

and Error Imputation-Based (EIB) models, has emerged as a cornerstone for bias 

mitigation. However, traditional DR methods rely heavily on precise point 

estimates of propensities and imputations, making them highly susceptible to 

catastrophic variance explosion under model misspecification or extreme data 

sparsity. To address these limitations, we propose the Bayesian Doubly Robust 

(BDR) learning framework. This framework shifts the debiasing paradigm from 

rigid point estimation toward robust distributional inference by leveraging Monte 

Carlo Dropout to capture epistemic uncertainty and introducing an Entropy 

Tilting mechanism. By minimizing Kullback-Leibler (KL) divergence in the 

function space, BDR dynamically calibrates posterior samples to satisfy causal 

unbiasedness moment conditions, thereby rectifying imputation errors without 

model retraining. Theoretical analysis demonstrates the asymptotic unbiasedness 

of BDR even when the "accurate imputation assumption" is relaxed. Extensive 

evaluations on the Coat, Yahoo!, and KuaiRec datasets confirm that BDR excels 

in extremely sparse scenarios and functions as a model-agnostic, plug-and-play 

framework that enhances the robustness of state-of-the-art models. 

Keywords: Recommender Systems; Selection Bias; Doubly Robust Learning; 

Bayesian Uncertainty 
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1 Introduction 

User behavior data in recommendation systems is inherently observational rather than 
experimental[1], which introduces intertwined biases during the data generation 
process[1,2,3,4,5] and leads to generalization failures in out-of-distribution scenarios. 
Consequently, integrating causal inference into recommendation has become a pivotal 
path for addressing explainability, fairness, and debiasing. Representative approaches 
include Inverse Propensity Weighting (IPW)[6],which is theoretically unbiased but 
suffers from high variance due to extreme propensity scores[7];Imputation models[8], 
which leverage pseudo-labels but are prone to sub-optimal results from inaccurate 
estimates[9]; and Doubly Robust estimators[10] that combine the strengths of both. DR 
methods maintain unbiasedness if either the propensity or imputation model is correctly 
specified, with various enhancements proposed to optimize the bias-variance trade-
off[11,12,13,14,15,16,17]. 

Despite their theoretical appeal, traditional DR methods encounter significant 
challenges in extremely sparse scenarios, where near-zero propensity scores cause 
variance explosion. Furthermore, the joint estimation of propensity and imputation 
models often leads to bias pollution and amplifies the Matthew effect within the 
feedback loop[1]. Such sensitivity to inaccurate pseudo-labels can further escalate 
variance[18].To address these issues, inspired by Bayesian Doubly Robustness in 
medical statistics, we propose the Bayesian Doubly Robust framework, integrating 
Bayesian uncertainty with the maximum entropy principle. BDR decouples the training 
of propensity and imputation models to prevent error propagation, utilizes neural 
network dropout for uncertainty quantification, and introduces an entropy-tilting 
mechanism for the unbiased correction of pseudo-labels. 

Our key contributions are summarized as follows: 
1. We propose BDR, which decouples propensity and imputation training to sever 

the feedback loop between selection bias and imputation error. 
2. We theoretically prove that BDR maintains consistency and asymptotic 

unbiasedness even when the "accurate imputation assumption" is relaxed. Through 
"posterior coupling" and adaptive reweighting, BDR effectively constrains variance 
inflation, offering a superior bias-variance trade-off compared to traditional DR. 

3. Extensive experiments on real-world datasets and extremely sparse scenarios 
demonstrate that BDR is model-agnostic and significantly outperforms SOTA baselines 
in debiasing effectiveness. 



 

The overall technical roadmap of our proposed BDR framework is illustrated as 
fallows： 

 

Fig. 1.The technical roadmap of the proposed framework. 

2 Preliminaries 

This section introduces recommendation system problems and discusses traditional 
causal debiasing and enhanced doubly robust approaches. 
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2.1 Basic Assumptions 

Assumption1(Conditional exchangeability): Given the feature representations of 
users and items 𝑥!,#, the observation indicator variable 𝑜!,# is independent of the true 
feedback scores 𝑟𝑢,𝑖, i.e.: 

𝑟!,# ⊥ 𝑜!,# ∣ 𝑥!,# 
Assumption2(Positivity): For any user-item pair features𝑥!,#, the probability of being 
observed is strictly greater than zero, i.e.: 

∀(𝑢, 𝑖) ∈ 𝒟,	 𝑝!,# > 0 
2.2 Problem Formulation 

Let Ｕ = {u1, u2, … , um} and ℐ = {i1, i2, … , in}denote the sets of	musers and n items, 
respectively. The set of all possible user-item pairs is defined as D =Ｕ× ℐ, with R ∈
ℝm×n representing the full rating matrix. Under the causal inference framework, the 
data missingness in recommendation systems is commonly formulated as a treatment 
assignment problem. Specifically, let ru,i  denote the true preference (i.e., potential 
outcome) of user	for item and let ou,i ∈ {0,1} be an indicator variable where ou,i = 1 if 
the interaction is observed. Accordingly, the set of observed user-item indices is 
denoted byO = {(u, i) ∈ D ∣ ou,i = 1}, and the collection of observed ratings is ℛo =
{ru,i ∣ (u, i) ∈ O} . Our objective is to learn a predictive model f:Ｕ× ℐ → ℝ 
parameterized by θ. The predicted rating for a given pair(u, i)  is given by r̂u,i =
f(xu,i; θ), and the goal is to minimize the following loss function: 

ℒ#%&'((𝜃) =
1
|𝒟| A 𝛿!,#

(!,#)∈𝒟

(1)	

Here,δ(·,·) denotes the loss function (e.g., absolute loss or squared loss) between the 
predicted values and the ground-truth feedbacks. In real-world scenarios, the ideal 
unbiased risk is inaccessible since r-,. is only observed for (u, i) ∈ O. To address this 
challenge and the complex biases inherent in observational data, three paradigms are 
widely adopted.The Inverse Propensity Scoring (IPS) framework mitigates selection 
bias by reweighting observed samples to compensate for under-representation. If 
pu,i=pHu,i,then𝔼/[ℒ012(θ)] = ℒ.3456(θ). However, as	pu,i → 0, the variance of IPS can 

explode. The loss function is defined as: 

ℒ789(𝜃) =
1
|𝒟| A

𝑜!,#𝛿!,#
𝑝̂!,#(!,#)∈𝒟

(2) 



 

The Error Imputation-Based (EIB) framework addresses the Missing Not At 
Random(MNAR) challenge through data imputation. The underlying rationale is to 
mitigate the impact of distribution shifts via data completion. If ru,i=r̂u,i，then 
𝔼[ℒ:0;(θ)] = ℒ.3456(θ).The loss function is defined as: 

ℒ<7=(𝜃) =
1
|𝒟| A N𝑜!,#𝛿!,# + (1 − 𝑜!,#)𝛿Q!,#R

(!,#)∈𝒟

(3)	

DR methods combine the above two approaches by assigning weights to existing 
observed data to correct bias while providing pseudo-labels for missing values. Its loss 
function takes the following form: 

ℒ>?(𝜃) =
1
|𝒟| A T𝛿Q!,# +

𝑜!,#U𝛿!,# − 𝛿Q!,#V
𝑝̂!,#

W
(!,#)∈𝒟

(4) 

The DR estimator is unbiased if either the propensity or imputation model is correctly 
specified. However, this property is contingent on the accuracy of at least one model. 
When both are misspecified, the variance remains sensitive to inverse propensity 
weights, leading to persistent variance inflation, especially for small p-,.. 
2.3 Enhanced DR Methods 

Real-world data sparsity and model misspecification often cause classical DR 
estimation to fail due to variance explosion and instability[13,17,19]. To address this, 
recent studies have integrated cross-disciplinary techniques to reshape structures and 
optimize losses, establishing enhanced DR frameworks adapted to complex 
recommendation scenarios [11,13,14,17,20,21]. 

Existing methods fundamentally rely on reweighting or imputation. While ensuring 
theoretical stability, they fail to quantify or rectify intrinsic prediction uncertainty. In 
practical scenarios where weighting and imputation errors coexist, these methods 
struggle as uncertainty cannot be back-propagated to remediate the underlying biases. 

3 Method 

This section systematically proposes a novel Bayesian Doubly Robust (BDR) 
recommendation framework. By decoupling the training processes of the propensity 
score and the imputation model, the framework utilizes Monte Carlo Dropout (MC 
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Dropout) to extract model uncertainty and achieves causal debiasing on the posterior 
distribution based on the Entropic Tilting technique. 
3.1 Motivation 

Existing DR frameworks are constrained by rigid loss adjustments and the fragility of 
single-value inference, which triggers instability under extreme sparsity. We propose a 
paradigm shift from forward parameter-space corrections to post-hoc distributional 
calibrations. By integrating Bayesian uncertainty with entropy tilting, BDR adaptively 
reweights posterior distributions to perform soft truncation on high-variance samples, 
ensuring debiasing robustness without intrusive modifications to the training objective. 
3.2 Doubly Robust Method with Bayesian Posterior Coupling 

According to Gal and Ghahramani (2016), training neural networks with Dropout 
andL2 regularization is mathematically equivalent to performing Variational Inference 
(VI) on Deep Gaussian Processes. By minimizing the Kullback-Leibler (KL) 
divergence between the variational distribution q(θ) and the true posterior p(θ|Dobs), 
an approximate distribution of the model parameters can be derived. 

Specifically, we train the imputation model f(u, i; θ) on the observed dataset 
Dobs	 using a cross-entropy(CE) loss. During inference, we perform S  stochastic 
forward passes by keeping Dropout active—a technique known as Monte Carlo 
Dropout (MC Dropout)—which corresponds to Monte Carlo sampling from the 
approximate posterior. From a Bayesian perspective, the parameters are treated as 
random variables, and the predictive process is formulated as: 

𝑟̂!,#
(@) = 𝑓(𝑢, 𝑖; 𝜃(@)), 	 𝜃(@) ∼ 𝑞(𝜃) (5)	

The set of S sampled predictions captures the epistemic uncertainty of the model under 
MNAR conditions. Nevertheless, as the variational distribution 𝑞�𝜃� is learned from 
biased observational data, it inevitably inherits the inherent data bias, resulting in a 
Biased Empirical Posterior. In the absence of prior intervention, we assume an initial 
uniform weight distribution Q = {1/S,… ,1/S} for each sample. 

In this work, a neural network is employed as the imputation model. Given that the 
user feedback 𝑟𝑢�𝑖 follows a Bernoulli distribution, the objective function combines 
the CE loss with 𝐿2 regularization to minimize the following: 



 

ℒA(𝜃) = − A [
(!,#)∈𝒟!"#

𝑟!,# 𝑙𝑜𝑔 𝑓B (𝑥!,#) + (1 − 𝑟!,#) 𝑙𝑜𝑔( 1 − 𝑓B(𝑥!,#))] + 𝛾‖𝜃‖CC (6)	

Propensity Modeling and Environment Decoupling. To prevent error propagation, 
inspired by the posterior coupling theory in medicine, we decouple the training of the 
environmental mechanism (propensity model) from the user preference (imputation 
model). Specifically, a global exposure probability matrix 𝐏 is pre-estimated using 
base models such as Logistic Regression or Matrix Factorization.  

Pi-,. = P(O-,. = 1|x-,., α) (7) 

Due to this decoupling mechanism, even if the estimation of 𝑝!,#is biased, the resulting 
errors do not directly contaminate the parameter representations of the underlying 
imputation model 𝑓(𝑥!,#; 𝜃)during backpropagation. 
Entropy Tilting-based Posterior Coupling for Debiasing. While existing deep 
learning-based imputation models can capture uncertainty, they lack the intrinsic 
capability to eliminate inherent biases. To address this, we introduce the Entropy Tilting 
technique, which treats the variational posterior as a base measure 𝑄 and seeks a novel 
target distribution 𝑊 = {𝑊D, … ,𝑊9} that satisfies causal unbiasedness constraints.  

According to the Doubly Robust theory, if a prediction is unbiased, the expectation 
of its inverse-probability-weighted residual on the observed data should be zero. 
Accordingly, we define the DR Bias Moment for the 𝑠-th posterior sample as follows: 

BE =
1

|𝒟FGE|
A q

1
pH-,.

− 1r
(-,.)∈𝒟$%&

(r-,. − rH-,.
(E)) (8)	

This moment condition eliminates selection bias by requiring IPW-weighted residuals 
to offset observed residuals. To derive the optimal weighting distribution, we formulate 
the following constrained Kullback-Leibler (KL) divergence minimization problem: 

min
H

KL (W||Q) =AWE

2

EID

log( S ⋅ WE)		s. t. 	 AWE

2

EID

BE = 0,	 AWE

2

EID

= 1 (9)	

The constraint ∑ W!
"
!#$ B! = 0 in Equation (9) represents the Covariate Balancing 

Property in the posterior space. Theoretically, this ensures that the weighted expectation 
of the residuals aligns with the target unbiased population. The optimization task is a 
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constrained extremum problem, which can be solved by constructing the following 
Lagrangian function ℒ(W, λ, β): 

ℒ(W, λ, β) =A WE

2

EID
log( S ⋅ WE) − λA WE

2

EID
BE − βqA WE

2

EID
− 1r (10) 

Taking the partial derivatives with respect to 𝑊@ and the Lagrange multiplier𝜆, 𝜂, and 
setting them to zero.Solving for 𝑊@ yields the general form: 

WE =
1
S exp(λBE + β − 1) (11) 

By leveraging the probability normalization constraint ∑Ws = 1  to eliminate the 
constant term β: 

A
1
S

2

JID
exp(λBJ + β − 1) = 1 ⟹

1
S exp(β − 1) =

1
∑ exp2
JID (λBJ)

(12) 

we obtain the analytical solution for the optimal weight： 

WE =
exp(λBE)

∑ exp2
EID (λBE)

(13) 

Consequently, we have: 

A
exp(λBE)

∑ exp2
JID (λBJ)

	
2

EID
BE 	∝ A exp(λBE)

2

EID
BE 	= 0 (14) 

The parameter λ  is determined by solving the transcendental 
equation	∑ BsS

sI1 exp(λBs) = 0. This configuration obviates the need for retraining the 
imputation network. By adaptively redistributing sampling weights to satisfy causal 
unbiasedness moment conditions, it rectifies the biased predictive distribution. The 
debiased pseudo-labels are thus formulated as the weighted posterior expectation: 

rH-,.;KL =AWE

2

EID

rH-,.
(E) (15)	



 

3.3 Theoretical Analysis 

Theorem(Asymptotic Unbiasedness under Relaxed Assumptions).Given the 

propensity scores pHu,i > 0 and the set of variational posterior predictions {ru,i
(s)}sI1S . If 

either (a) the propensity model is accurately specified (i.e., pHu,i = pu,i), or (b) the true 

unbiased prediction resides within the support of the posterior distribution generated by 
MC Dropout, then the BDR estimator 	r̂u,i

BDR achieves an asymptotically unbiased 
estimation of the ideal loss over the full data distribution. 
Proof： 

According to the derivation using Lagrange multipliers, the optimal weights 𝑊@ 
strictly satisfy the constraint � Ws

S
s=1 Bs = 0. By substituting the definition of Bs into 

this objective and interchanging the order of summation, we obtain: 

A 𝑜!,#
(!,#)∈>

q
1
𝑝̂!,#

− 1r�𝑟!,# −A 𝑊@
9

@ID
𝑟!,#
(@)� = 0 (16) 

Substituting	r̂u,i
BDR	into the constraint and expanding the terms,we have:∑ �ou,i

pMu,i
−(u,i)∈D

ou,i� (ru,i − r̂u,i
BDR) = 0,rearranging the terms yields the fundamental identity of the BDR 

framework:： 

A
𝑜!,#
𝑝̂!,#(!,#)∈>

(𝑟!,# − 𝑟̂!,#=>?) =A 𝑜!,#
(!,#)∈>

(𝑟!,# − 𝑟̂!,#=>?) (17) 

Given the observation mechanism	𝑜!,# ∼ 𝐵𝑒𝑟𝑛𝑜𝑢𝑙𝑙𝑖(𝑝!,#),where𝔼N[𝑜!,#] = 𝑝!,#,taking 
the expectation 𝔼N[⋅] on both sides leads to: 

A
𝑝!,#
𝑝̂!,#(!,#)∈>

(𝑟!,# − 𝑟̂!,#=>?) =A 𝑝!,#
(!,#)∈>

(𝑟!,# − 𝑟̂!,#=>?) (18) 

Case of Accurate Propensities. When 𝑝̂!,# = 𝑝!,#, the left-hand side simplifies to the 
total residual sum over 𝒟.Combining this with the right-hand side yields:∑ ((!,#)∈𝒟 1 −
𝑝!,#)(𝑟!,# − 𝑟̂!,#=>?) = 0 .Note that (1 − 𝑝!,#)  represents the missingness probability. 
This indicates that even if individual forward passes of the base neural network are 
biased, the entropy-tilted 𝑟̂!,#=>? ensures that the expected residual over the unobserved 
counterfactual space is strictly zero. This fundamentally alleviates the stringent 
requirement in traditional DR methods for an absolutely accurate imputation model. 
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Robustness against Propensity Misspecification. Even when pHu,i  is highly 

inaccurate, as long as the set {Bs} contains both positive and negative values (i.e., zero 
is within its support), the solver adaptively tunes λ to shift r̂u,i

BDR toward an unbiased 
direction. This effectively blocks the direct propagation of propensity estimation errors.  
The overall flow chart is shown in Fig. 2 below. 

 

Fig. 2. Illustration of the entropy tilting mechanism for debiasing in the BDR framework. This 

figure uses a 2‑user × 3‑movie toy example to demonstrate how BDR achieves causally 

unbiased predictions via MC Dropout posterior sampling and entropy tilting. 

4 Experiments 

To evaluate the effectiveness of our proposed framework, we conduct extensive 
experiments to address the following research questions: 
RQ1 How does the BDR framework exhibit robustness against model misspecification 
arising from inaccurate estimations in the imputation model? 
RQ2 How does BDR perform compared to SOTA debiasing baselines in mitigating 
selection bias within real-world recommendation scenarios? 
RQ3 How does the Entropy Tilting mechanism enhance doubly robust estimation by 
refining propensity weights and correcting imputation errors? 
RQ4 Is the BDR framework sufficiently model-agnostic to serve as a plug-and-play 
debiasing module across diverse underlying predictive models? 
RQ5 How does BDR achieve an optimal balance between debiasing accuracy and 
computational efficiency under extreme data sparsity and varying resource constraints? 
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4.1 Experiments setting 

We conduct experiments on three public datasets: Coat Yahoo! R3 and KuaiRec[17]. 
KuaiRec contains 4,676,570 records from 1,411 users on 3,327 videos. Due to its large 
size, we randomly sample 50% of the data for training to balance computational 
efficiency and data distribution. In addition, we employ the MovieLens 100K dataset 
to construct semi-synthetic experiments, ablation studies, and robustness analyses: The 
detailed statistics of these datasets are summarized in Table 1. 

Table 1.Statistics of the datasets. 

Dataset User Item Biased Data Unbiased Data Sparsity Rate Average CTR Average CVR 

Yahoo! R3 15,400 1000 311,704 54,000 97.98% 0.02 0.56 

Coat 290 300 6,960 4,640 92.00% 0.08 0.50 

KuaiRec 1,411 3,327 201,171 117,113 95.71% 0.04 0.26 

4.2 Semi-synthetic Experiments 

In the semi-synthetic experiments, we first train the complete BDR model on the 
MovieLens dataset to obtain the entropy-tilted predictive matrix and calculate the ideal 
cross-entropy loss on the test set. Subsequently, we randomly select 50% of the items 
as perturbation targets and inject a bias level  𝜂  into their predicted values (i.e., 
𝑟̂!,#′ = 𝑟̂!,# − 𝜂) to simulate systematic underestimation by the imputation model. For 
each bias level, we re-evaluate the loss of the perturbed predictions and define the𝑅𝐸 =
|ℒ𝑖𝑑𝑒𝑎𝑙 − ℒ𝑒𝑠𝑡|/ℒ%&'() ). This metric quantifies the robustness of the BDR 
framework against imputation errors: a lower RE indicates a stronger capability of the 
posterior entropy-tilting mechanism to compensate for injected biases by redistributing 
sampling weights. 

 

Fig. 3. Relative Error (RE) under various bias levels (MovieLens 100K dataset) 

As shown in Fig. 3, RE increases monotonically with bias, reaching 0.93 at 0.5. This 
indicates that while BDR is robust to minor errors, its efficacy is contingent on whether 
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the unbiased solution resides within the support of the posterior convex hull. When the 
bias level η	is extreme, the ground-truth is pushed beyond the reach of MC Dropout 
samples. To enhance robustness in such cases, increasing the Dropout rate can 
effectively expand the posterior support, allowing the entropy tilting mechanism to 
calibrate the model toward a broader unbiased region. 
4.3 Real-world Data Validation 

Performance Comparison. We compare the proposed BDR framework against SOTA 
debiasing baselines across three real-world datasets. To provide a comprehensive 
evaluation of ranking and classification performance, we employ AUC, NDCG@5/50, 
and Recall@5/50 as evaluation metrics. The experimental results are summarized in 
Table 2. 

Table 2. Performance comparison between our proposed BDR and other doubly robust 

baselines. 

 Yahoo! R3 Coat KuaiRec 

Method AUC NDCG@5 Recall@5 AUC NDCG@5 Recall@5 AUC NDCG@50 Recall@50 

MF 0.7096±0.0001 0.7089±0.0010 0.4660±0.0018 0.6983±0.0088 0.6658±0.0055 0.5151±0.0093 0.7530±0.0012 0.5714±0.0026 0.6252±0.0055 

IPS 0.7097±0.0005 0.7106±0.0021 0.4674±0.0012 0.7371±0.0043 0.6959±0.0031 0.5381±0.0076 0.7789±0.0007 0.5761±0.0027 0.6470±0.0057 

SNIPS 0.7108±0.0006 0.7122±0.0015 0.4685±0.0017 0.7439±0.0020 0.6868±0.0043 0.5296±0.0057 0.7844±0.0013 0.5887±0.0020 0.6472±0.0049 

MRDR 0.7186±0.0003 0.7248±0.0007 0.4780±0.0008 0.7515±0.0038 0.7063±0.0056 0.5458±0.0071 0.8075±0.0034 0.5803±0.0105 0.6774±0.0036 

GPL 0.7229±0.0007 0.7319±0.0015 0.4844±0.0022 0.7565±0.0009 0.7090±0.0008 0.5417±0.0038 0.8126±0.0009 0.6151±0.0008 0.6822±0.0019 

DIB 0.7133±0.0007 0.7073±0.0014 0.4654±0.0029 0.7556±0.0025 0.7014±0.0049 0.5409±0.0052 0.7702±0.0012 0.5836±0.0028 0.6304±0.0012 

BADR 0.7332±0.0009 0.7831±0.0011 0.5382±0.0012 0.7694±0.0030 0.7417±0.0009 0.5750±0.0041 0.8391±0.0011 0.6689±0.0021 0.7189±0.0061 

BDR

（ours） 
0.7154±0.0102 0.7249±0.0097 0.4811±0.0105 0.6884±0.0099 0.6970±0.0108 0.5392±0.0101 0.7527±0.0103 0.5754±0.0096 0.6185±0.0104 

Performance Analysis. As shown in Table 2 ,BDR achieves debiasing performance 
across three datasets, validating the effectiveness of decoupling training, posterior 
sampling, and entropy tilting. However, a performance gap and higher variance remain 
compared to SOTA methods. This is attributed to: (1)  Convergence Efficiency: BDR 
achieves stable debiasing within a shorter training duration (30 epochs vs. SOTA’s 
100+). We acknowledge that the current BDR implementation uses only 30 epochs and 
a single‑task loss, while SOTA baselines often train for 100+ epochs with multi‑task 
objectives. This difference may partially explain the performance gap observed in 



 

Table 2. However, BDR’s strength lies in its robustness under extreme sparsity (Fig. 5) 
and its model‑agnostic, plug‑and‑play nature (Sec. 4.3.3), which we will further 
improve by adopting longer training and multi‑task learning in future work. (2) 
Optimization: Small, fixed batch sizes and the lack of multi-task learning (e.g., 
CTR/CVR joint learning) limit auxiliary signal utilization. (3) Stability: Using only 5 
random seeds reduces statistical stability compared to 10-fold cross-validation. 
Validation of Entropy Tilting and Model-Agnosticism. Effectiveness of Entropy 
Tilting. To evaluate the contribution of the entropy-tilting mechanism, we conduct an 
ablation study on the MovieLens 100K dataset. We compare the full BDR framework 
(incorporating both MC Dropout and entropy tilting) against two variants: (1) w/o 
Entropy Tilting (utilizing uniform weights); and (2) w/o Dropout (deterministic single 
forward pass). All variants share the same pre-trained weights, differing only in their 
post-processing mechanisms. The experimental results are illustrated in Fig. 4. 

 

Fig. 4. Ablation study of entropy tilting (MovieLens 100K) 

Performance Analysis. As shown in Fig. 4, the entropy-tilting mechanism effectively 
rectifies selection bias via posterior reweighting, supported by diverse MC Dropout 
samples.  
Model-agnosticism Validation. To verify the model-agnostic nature of entropy tilting, 
we integrate it as a plug-and-play module into the MRDR estimator. Specifically, we 
employ a Factorization Machine (FM) with 32-dimensional embeddings as the base 
predictor, generating Monte Carlo samples via embedding-layer Dropout. Notably, this 
post-hoc procedure requires no retraining of the underlying model. Following standard 
protocols on the Coat dataset, we conduct 5-fold cross-validation to compare the 
original MRDR against our entropy-tilted variant across multiple ranking and 
classification metrics. 
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Performance Analysis. Experimental results show that entropy-tilting post-processing 
consistently outperforms the original MRDR, achieving an average AUC improvement 
of 1.01% (~1.6% relative gain) and a 1.35% increase in Recall@4. The overall trend 
confirms that entropy tilting effectively rectifies selection bias via posterior 
reweighting. Notably, BDR maintains or reduces standard deviation compared to 
MRDR (e.g., DCG@4 variance dropping from 0.0273 to 0.0184), suggesting that 
weighted fusion enhances stability without introducing noise. Furthermore, the 
performance gains using a simple FM backbone highlight the model-agnostic, "plug-
and-play" nature of entropy tilting, provided the model supports posterior sampling 
(e.g., via Dropout). These results validate BDR’s reduced dependency on imputation 
precision. 

Table 3. Performance comparison between the original MRDR and BDR on the Coat dataset 

(5-fold average). 

Metric Original MRDR BDR (Entropy Tilting) Improvement (Abs.) 

AUC 0.6316 ± 0.0165 0.6417 ± 0.0174 +0.0101 

DCG@2 0.5030 ± 0.0066 0.5106 ± 0.0237 +0.0076 

DCG@4 0.7699 ± 0.0273 0.7807 ± 0.0184 +0.0108 

NDCG@2 0.8742 ± 0.0163 0.8795 ± 0.0157 +0.0054 

NDCG@4 0.8527 ± 0.0086 0.8492 ± 0.0186 -0.0036 

Recall@2 0.6186 ± 0.0102 0.6262 ± 0.0361 +0.0076 

Recall@4 1.1890 ± 0.0573 1.2025 ± 0.0269 +0.0135 

Recall@6 1.6776 ± 0.0371 1.6768 ± 0.0337 -0.0008 

Sparsity and Sensitivity Analysis. We evaluate BDR’s robustness to data sparsity and 
its sensitivity to the sample size 𝑆 using the MovieLens 100K dataset. By fixing pre-
trained weights and varying both data retention ratios (20%–80%) and sampling scales 
𝑆 ∈ {10,20,50,80} , we execute the complete BDR pipeline—including posterior 
sampling, bias moment calculation, and entropy tilting—to identify the optimal 
performance-efficiency trade-off  

As illustrated in Fig. 5, when the observation retention rate drops from 80% to 20% 
(representing 98.4% sparsity), BDR’s AUC decreases by only 7% (maintaining >
0.69), demonstrating remarkable robustness against extreme sparsity. In contrast, the 
36% decline in NDCG@5 suggests that ranking performance is more sensitive to data 
density than classification. Furthermore, BDR exhibits low sensitivity to the sample 



 

size S, a characteristic that facilitates seamless deployment and ensures controllable 
computational overhead, even under constrained data environments. 
 

 

Fig. 5 .Sparsity robustness and sensitivity analysis of BDR with respect to different observation 

retention rates and Monte Carlo Dropout sample sizes on the MovieLens 100K dataset. 

Computational overhead. In our implementation, training the base matrix factorization 
(MF) model for 30 epochs takes a moderate amount of time. The BDR post‑processing 
(S=20 MC Dropout forward passes + entropy tilting) adds less than half of the base 
training cost. In comparison, state‑of‑the‑art methods such as BADR require 
substantially longer training due to their joint multi‑task optimization, often by a factor 
of two or more. Thus BDR introduces only a modest extra cost, which is justified by its 
plug‑and‑play flexibility and improved robustness under sparsity. 

5 Conclusion 

In this paper, we propose BDR, a Bayesian Doubly Robust framework designed to 
address the challenges of debiasing in extremely sparse recommendation scenarios. 
Regarding RQ1 and RQ3, BDR shifts the conventional DR paradigm from point-wise 
imputation to posterior reweighting within the function space; by minimizing KL 
divergence, the entropy-tilting mechanism adjusts samples to satisfy bias-moment 
conditions, while the decoupled training architecture prevents propensity 
misspecification from contaminating the imputation model. For RQ2, although a 
marginal absolute performance gap remains between BDR and certain SOTA methods, 
BDR demonstrates significantly superior debiasing robustness in complex scenarios 
characterized by extreme data sparsity (as low as 20% retention) and severe propensity 
bias. Furthermore, as addressed in RQ4, the results confirm that BDR, as a plug-and-
play module, exhibits exceptional model-agnosticism applicable to various 
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architectures from FM to DNNs. Concerning RQ5, experimental results indicate that a 
sampling size of S=20 is sufficient to reach performance saturation, achieving an 
optimal balance between debiasing accuracy and computational overhead. In summary, 
ensuring that the posterior convex hull covers the unbiased solution space is a more 
resilient strategy than pursuing precise point estimation.  

Despite promising results, this work still has several limitations. The unfair training 
settings between BDR and SOTA baselines require further controlled experiments with 
equal training epochs and multi-task learning for a fair comparison. The convex hull 
coverage is insufficient when the unbiased solution is out of the MC Dropout posterior 
range, and adaptive strategies will be explored to address this issue. Besides, detailed 
computational cost analysis is omitted here and will be supplemented in our extended 
work. The relatively high variance of BDR results can also be reduced by more random 
seeds and posterior sample averaging. Solving these problems will further improve the 
practicability and robustness of BDR for real-world recommendation debiasing. 
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