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Preface

The International Conference on Intelligent Computing (ICIC) was started
to provide an annual forum dedicated to the emerging and challenging
topics in artificial intelligence, machine learning, pattern recognition,
bioinformatics, and computational biology. It aims to bring together
researchers and practitioners from both academia and industry to share
ideas, problems, and solutions related to the multifaceted aspects of
intelligent computing.

ICIC 2026, held in Toronto, Canada, July 22-26, 2026, constituted the
22nd International Conference on Intelligent Computing. It built upon the
success of ICIC 2025 (Ningbo, China), ICIC 2024 (Tianjin, China), ICIC
2023 (Zhengzhou, China), ICIC 2022 (Xi'an, China), ICIC 2021 (Shenzhen,
China), ICIC 2020 (Bari, Italy), ICIC 2019 (Nanchang, China), ICIC 2018
(Wuhan, China), ICIC 2017 (Liverpool, UK), ICIC 2016 (Lanzhou, China),
ICIC 2015 (Fuzhou, China), ICIC 2014 (Taiyuan, China), ICIC 2013
(Nanning, China), ICIC 2012 (Huangshan, China), ICIC 2011 (Zhengzhou,
China), ICIC 2010 (Changsha, China), ICIC 2009 (Ulsan, South Korea),
ICIC 2008 (Shanghai, China), ICIC 2007 (Qingdao, China), ICIC 2006
(Kunming, China), and ICIC 2005 (Hefei, China).

This year, the conference concentrated mainly on the theories and
methodologies as well as the emerging applications of intelligent
computing. Its aim was to unify the picture of contemporary intelligent
computing techniques as an integral concept that highlights the trends in
advanced computational intelligence and bridges theoretical research with
applications. Therefore, the theme for this conference was "Advanced
Intelligent Computing Technology and Applications". Papers that focused
on this theme were solicited, addressing theories, methodologies, and

applications in science and technology.

ICIC 2026 received 4561 submissions from 21 countries and regions.
All papers went through a rigorous double blind peer-review procedure and

each paper received at least three review reports. Based on the review



reports, the Program Committee finally selected 1844 high-quality papers
for presentation at ICIC 2026, included in forty volumes of proceedings
published by Springer: One volumes of Lecture Notes in Computer Science
- Open Access (LNCS OA), twenty-one volumes of Lecture Notes in
Computer Science (LNCS), five volumes of Lecture Notes in Artificial
Intelligence (LNAI), four volumes of Lecture Notes in Bioinformatics
(LNBI), and nine volumes of Communications in Computer and
Information Science (CCIS), where Lecture Notes series and

Communications series account for 40.45%.

In addition, this year we selected 124 Poster papers, from the left
papers, which will be arranged on the open access website

http://poster-openaccess.cony/.

The organizers of ICIC 2026, including The Society of International
Computing, China, York University, Toronto, Canada, Ningbo Institute of
Digital Twin, Eastern Institute of Technology, Ningbo, China, and Ningbo
Key Laboratory of Multi-Omics & Multimodal Biomedical Data Mining
and Computing, China, made an enormous effort to ensure the success of
the conference. We hereby would like to thank the members of the Program
Committee and the referees for their collective effort in reviewing and
soliciting the papers. In particular, we would like to thank all the authors for
contributing their papers. Without the high-quality submissions from the
authors, the success of the conference would not have been possible.
Finally, we are especially grateful to the International Neural Network
Society, and the National Science Foundation of China for their
sponsorship.

June 2026

De-Shuang Huang
Chuanlei Zhang
Wei Chen

Bo Li
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CAF-YOLO: YOLOv8-based Bimodal Pedestrian
Detection Method Using Cross-Attention Fusion

Jianhong Li?, Haoran Wu?, Xiangjing Wei?, Haiyi Huang?, Yaojuan Wang?, and
Wenhui Zhang! ®

1 School of Computer Science and Information Security, Guilin University of
Electronic Technology, Guilin, China
2 School of Atrtificial Intelligence, Guilin University of Electronic Technology, Guilin, China
zhangwh@guet.edu.cn

Abstract. Visible-infrared bimodal pedestrian detection holds significant appli-
cation value in scenarios such as intelligent surveillance and unmanned ground
vehicles. However, visible images suffer performance degradation under low-
light conditions, while infrared images lack detailed texture information. More-
over, existing fusion methods still have limitations in real-time performance, in-
teraction efficiency, and lightweight design. Advancements to the YOLOVS ar-
chitecture, founded on cross-attention fusion, are introduced herein as CAF-
YOLO to overcome these specific hurdles. The method designs a Cross-Attention
Fusion (CAF) module to achieve feature complementarity and semantic align-
ment between the two modalities through bidirectional attention mechanism.
Meanwhile, the Efficient Multi-scale Attention (EMA) component is integrated,
aiming to bolster the model's representational power.Experiments on LLVIP and
FLIR datasets show that CAF-YOLO achieves mAP@0.5 improvements of 9.1%
and 1.2% over visible and infrared single-modal baselines on LLVIP, and 17.0%
and 3.6% on FLIR, respectively. The model has only 11.74M parameters, signif-
icantly outperforming fusion methods with higher computational complexity.
Ablation studies and visualization analysis verify the effectiveness of each mod-
ule, and the model maintains robust detection capability in low-light and occlu-
sion scenarios.

Keywords: Pedestrian detection, Bimodal fusion, Cross-attention, YOLOVS,
Visible-infrared images

1 Introduction

Visible-infrared bimodal pedestrian detection holds significant application value in
fields such as intelligent surveillance and unmanned ground vehicles. In practice, sin-
gle-modal methods face major limitations. Visible-spectrum captures often suffer from
severe distortion when collected in poorly lit or backlit environments, while infrared
images, though illumination-invariant, lack texture details. Both issues lead to limited
detection accuracy. The LLVIP dataset[5] and FLIR ADAS dataset[3] are currently two

1/937



CAF-YOLO: YOLOvS-based Bimodal Pedestrian Detection Method Using Cross-Attention Fusion
Jianhong Li et al.

benchmark datasets commonly used in bimodal pedestrian detection research, provid-
ing a unified platform for algorithm evaluation.

Existing bimodal fusion methods still lack efficiency in real-time performance and
lightweight design. In response to these challenges, the CAF-YOLO framework is in-
troduced. It features a Cross-Attention Fusion (CAF) component designed for dual-path
modal interaction, alongside an Efficient Multi-scale Attention (EMA) unit that
strengthens feature modeling capabilities. Such a mechanism achieves precise and in-
stantaneous bimodal sensing of pedestrians.

The main contributions of this paper include:

1. Leveraging a Cross-Attention Fusion (CAF) unit, our approach strives to exploit
how visible and infrared features complement each other via a bidirectional attention
mechanism;

2. We design an improved C2f unit with EMA (C2f-EMA) to enhance feature repre-
sentation capability;

3. We construct the CAF-YOLO model based on the YOLOV8 framework and conduct
comprehensive experiments on the LLVIP and FLIR datasets aiming to demonstrate
the robustness of our approach under poor illumination and shielded environments.

The structure of this paper is as follows: Section 2 contextualizes our study by eval-
uating existing methodologies in bimodal detection.; Section 3 details the CAF-YOLO
model design; Section 4 presents experimental setup and results analysis; Section 5
concludes this study by synthesizing the primary insights while proposing potential av-
enues for subsequent investigations.

2 Related Work

The LLVIP dataset[5] and FLIR ADAS dataset[3] are currently two benchmark da-
tasets commonly used in visible-infrared bimodal pedestrian detection research. LLVIP
contains 30,976 images (15,488 pairs), focusing on pedestrian detection tasks with an-
notations containing only the pedestrian category. Most images are captured under low-
light conditions. FLIR ADAS, released by FLIR Corporation, focuses on autonomous
driving scenarios. Zhang et al.[12] first proposed a manually aligned version of the
FLIR dataset comprising 5,142 synchronized RGB-IR image pairs, partitioned into sets
for training (4,129 pairs) and evaluation (1,013 pairs). This dataset retains three main
target categories: pedestrians, vehicles, and bicycles. These datasets provide a unified
evaluation platform for tasks such as bimodal fusion and pedestrian detection, promot-
ing the development of related algorithms.

Bimodal fusion seeks to extensively exploit the cross-modal synergies from visible
and infrared modalities. The MCFF module[2] adaptively fuses color stream and ther-
mal stream features according to lighting conditions, exploring feature transmission
methods at different fusion stages. GAFF[13] introduces an attention-based multispec-
tral feature fusion method that dynamically weights and fuses multispectral features
through mutual-modal and self-spectral attention components, significantly improving
detection accuracy while maintaining low computational cost. The CSSA module[1]
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CAF-YOLO for Bimodal Pedestrian Detection 3

achieves efficient fusion under computationally constrained scenarios through light-
weight channel switching and spatial attention operations. M212HA[11] constructs a
multimodal perception network based on hypergraph theory, capturing intra-modal
global high-order relationships through hypergraph enhancement modules and achiev-
ing cross-modal feature alignment and fusion through hypergraph fusion modules.
These works demonstrate that an effective cross-modal interaction mechanism is key
to improving bimodal detection performance.

Attention mechanisms, as an important means of enhancing feature representation,
have become increasingly prevalent across diverse computer vision applications over
the past few years. SENet[4] proposed a channel attention mechanism where inter-
channel correlations are modeled to achieve adaptive refinement of feature intensity,
laying the foundation for subsequent attention models. The EMA framework[6] further
aggregates multi-scale information through cross-dimensional interactions, preserving
rich channel information while reducing computational overhead, and performs excel-
lently in image classification and object detection tasks. Zhu et al.[14] introduced the
EMA mechanism into the YOLOv8 framework, proposing the C2f-Faster-EMA struc-
ture that replaces the original BlockNeck with FastBlock and inserts EMA modules
before them, enhancing the model's feature representation capability.

Transformer-based architectures show strong potential in cross-modal fusion. By
leveraging the Transformer framework, the Cross-modal Fusion Transformer (CFT) [7]
executes concurrent intra-modal and inter-modal integration through self-attention.
This approach excels at resolving the complex dependencies between thermal and RGB
data, significantly improving multispectral object detection performance. GM-
DETR[10] proposes a General Multispectral Detection Transformer, originating a Mo-
dality-specific Feature Interaction (MSFI) module to capture sophisticated RGB and IR
data, while incorporating a Cross-modal Scale Feature Fusion (CMSF) unit to harmo-
nize these representations to achieve multi-scale cross-modal fusion. The capacity for
capturing extensive contextual relationships inherent in the Transformers provides a
new solution for cross-modal feature alignment.

Building on YOLOVS, we introduce two key improvements. First, we design a fine-
grained C2f-EMA module that applies multi-scale attention after each BlockNeck. Sec-
ond, we design a Cross-Attention Fusion (CAF) component, which aims to align and
complement visible and infrared features via bidirectional attention.

3 Method

3.1  Overall Architecture

The overall architecture of CAF-YOLO is shown in 1Fig.1. The model takes visible
and infrared images as bimodal inputs, each passing through independent feature ex-
traction branches. Each branch is based on YOLOv8's backbone network (CSPDarknet)
for feature extraction, generating multi-scale feature maps. We insert CAF modules at
multiple FPN levels to enable bidirectional interaction between modalities. In the neck,
we replace the original C2f blocks with C2f-EMA to strengthen feature representation.
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Detailed internal configurations of the CAF and EMA units are presented in Fig. 2a
and Fig. 2b, respectively. The entire network adopts an end-to-end training approach,
with the output layer maintaining YOLOv8's detection head design to predict bounding
boxes, class confidence, and object presence probability.
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Fig. 1. Overall Architecture of CAF-YOLO

3.2 Cross-Attention Fusion (CAF)

The Cross-Attention Fusion (CAF) module is a core component of CAF-YOLO, de-
signed to achieve effective information complementarity between visible and infrared
modalities. CAF inherits the self-attentional paradigm established by the Trans-
former[8], achieving semantic alignment and feature enhancement between modalities
through bidirectional cross-attention. As shown in Fig.2a, the forward computation of
the CAF module includes the following steps:

Given input features X € RE**H*W ‘they are split into visible features F, and infra-
red features F;. To ensure dimensional consistency across both modalities, we initially
employ 11 convolutions for feature alignment.

Leveraging the self-attention framework from Transformer, Query, Key, and Value
projections are defined for each modality. The visible modality's queries Q,, retrieve
semantic information from the infrared modality, while the infrared modality's queries
Q; retrieve semantic information from the visible modality, achieving bidirectional
cross-modal interaction:

Q, = quFvav K; = WkiFia' V= inFia 1)

Q=W/Ff, K, =WJE', V,=WE} @
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Fig. 2. Architecture Diagrams of CAF Module and C2f-EMA Module
After flattening the features, cross-modal correlation is computed through scaled dot-
product attention:

A,_; = Softmax (Q:’/Ii ) A, = Softmax (Q\‘;i") ?3)

where the scaling factor v/d prevents gradient vanishing. The attention matrix 4,_,;
represents the semantic correlation strength between visible and infrared features at
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spatial positions, and Softmax normalization ensures adaptive focusing on relevant re-
gions.

Attention weights are used to aggregate features from the other modality, generating
cross-modal compensation features:

Cli‘)i = Av%iVi' Ci%li = AiHVVII (4)

After reshaping the compensation features and adding them to the original features,
enhanced features are obtained:

Ff = F} +vy - Reshape(C;.,), F{=F+y-Reshape(C,_;) (5)

where y represents a scaling coefficient that is learned during training. This design en-
ables the model to achieve cross-modal information complementarity through the
cross-attention mechanism: for example, clear thermal radiation features in infrared
images can supplement blurred information in low-light areas of visible images,
thereby improving feature discriminability.

To further focus on important regions, a spatial attention module is introduced to
refine the enhanced features. First, channel average pooling is performed on the en-
hanced features. After concatenating the results, Spatial weights W, are derived by ap-
plying a 7>7 convolutional layer followed by a Sigmoid non-linearity. These weights
reflect the importance of different spatial positions. Multiplying them element-wise
with the enhanced features yields spatially refined features F; and F7’.

Finally, the original aligned features, enhanced features, and spatially refined fea-
tures are concatenated, fused through 1%L convolution for dimensionality reduction,
then passed through batch normalization and ReLU activation. Finally, a residual con-
nection adds them to the original input features, ensuring effective gradient propaga-
tion.

3.3  Efficient Multi-scale Attention (EMA)

The Efficient Multi-scale Attention (EMA) module captures multi-scale contextual in-
formation through a decomposed pooling strategy while preserving rich channel infor-
mation. hown in Fig. 2b, the EMA unit starts its process by dividing input features into
several channel-wise groups, followed by extracting spatial context via adaptive aver-
age pooling across the vertical and horizontal axes.

X, = AdaptiveAvgPooly,,(X), X, = AdaptiveAvgPool,, (X) (6)

where X, is the pooling result along the height direction (pool_h) and X,, is the pooling
result along the width direction (pool_w). After concatenating them, cross-channel in-
teraction is performed through a 1 X1 convolution, then split to obtain enhanced hori-
zontal features H and vertical features W . Spatial attention weights are generated
through GroupNorm and Sigmoid gating mechanism, while local features are extracted
through 3>3 convolution.
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The EMA module employs a dual-path cross-attention mechanism: global adaptive
average pooling (Avg pool) is applied separately to the spatial attention features and
local features to obtain channel descriptors, which are then used to generate attention
weights through Softmax. The two paths of features enhance each other through matrix
multiplication, finally fusing into a unified attention weight map. The resulting weight
map is applied to scale the original features via element-wise multiplication, achieving
multi-scale feature enhancement with low computational overhead.

3.4  C2f-EMA Module

The C2f-EMA module integrates the EMA mechanism into the C2f structure of
YOLOVS, as shown in Fig.2b. Specifically, C2f-EMA adds an EMA module after each
Bottleneck unit in C2f, forming a series structure of "Bottleneck+EMA". This design
allows the network to maintain the advantages of C2f's cross-stage partial connections
while enhancing feature representation capability through EMA. With this design, C2f-
EMA effectively improves feature expression capability in the neck network while
maintaining a lightweight architecture.

3.5  Network Details and Training Strategy

CAF-YOLO is improved based on the YOLOv8n architecture. Its network configura-
tion is as follows: the backbone uses CSPDarknet, with visible and infrared branches
sharing structure but having independent parameters. Input size is 640>640, and output
feature maps at three scales of 80>80, 40>40, and 2020 are generated. CAF modules
are deployed at P3, P4, and P5 levels of the FPN (corresponding to feature map sizes
of 32>32, 1616, and 8>8, with channel numbers 128, 256, and 512). Since the com-
putational complexity of the cross-attention mechanism is proportional to the square of
the spatial resolution, deploying it at shallower layers would significantly increase com-
putational overhead, which is not conducive to model real-time performance. The P3-
P5 feature map sizes are already small enough to strike a trade-off between precision
and computational economy. while maintaining low computational cost. The neck net-
work replaces the original C2f modules with C2f-EMA modules, enhancing feature
representation capability through the series structure of Bottleneck and EMA. The loss
function adopts the standard YOLOv8 format, which is a weighted sum of bounding
box loss (CloU), classification loss (BCE), and object presence loss (BCE), with weight
coefficients Ay, = 7.5, Ags = 0.5, and A, = 1.0, respectively.

Training Strategy: We trained all models from scratch, adopting with a batch size
of 16 and a pixel resolution of 640>640. The optimization process employed an SGD
optimizer with an initial learning rate of 10~2, which decayed to a final factor of 102
by the end of the training. Weight decay was consistently maintained at 5 x 10~*. Re-
garding the schedule, the LLVIP and FLIR datasets were trained for 120 and 80 epochs,
respectively. Furthermore, a robust data augmentation pipeline was implemented, en-
compassing random erasing (0.4), horizontal flipping (0.5), and geometric transfor-
mations such as 10% translation and 0.5x scaling, alongside HSV color space adjust-
ments.
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Table 1. Experimental Environment Con- Table 2. Main Training Parameter Settings
figuration
Param Value
Name Parameter
Epochs 120 (LLVIP), 80
(0N Ubuntu 22.04 (FLIR)
GPU NVIDIA RTX Batch size 16
3090 (24GB) <1 .
Img size 640
CPU AMD  EPYC Iro 0.01
7402 24-Core f :
Memory 90GB Irf 0.01
Python 3.10.18

4 Experiments and Results Analysis

4.1  Experimental Setup

Datasets and Evaluation Metrics Experiments are conducted using the LLVIP (Low-
Light Visible-Infrared Paired) dataset[5] and the FLIR dataset (manually aligned ver-
sion proposed by Zhang et al.[12]). We follow the official split of the LLVIP dataset,
using the official test set for final evaluation. A random seed of 42 is set, with the train-
ing data partitioned into training and validation subsets at a 9:1 ratio. For FLIR, we use
the official training and test sets without additional splitting, retaining three target clas-
ses: pedestrians, vehicles, and bicycles. The original LLVIP resolution is 12801024,
while FLIR is 640>512, both are resized to 640>640 during training.

The proposed model is evaluated using a combination of precision and efficiency
benchmarks, as detailed in Table X. These include mean Average Precision at various
loU thresholds (mAPs,, mAP,5) alongside model complexity indicators (Params and
GFLOPs).

Implementation Details Table 1 and Table 2 detail the experimental setup and the
primary training hyperparameters, respectively.

All models adopt the same training strategy: SGD optimizer with initial learning rate
0.01, weight decay 5 x 10™*, batch size 16, 120 training epochs for LLVIP and 80
epochs for FLIR, and input image size 640>640. Data augmentation includes random
horizontal flipping, translation, scaling, color space adjustments, and random erasing.
All models are initialized randomly and optimized without reliance on any pre-existing
weights.
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Table 3. Performance Comparison of VVarious Models on LLVIP and FLIR Test Sets

Model LLVIP FLIR Params GFLOPs

mAP@0.5 MAP@0.5(%) (M) (G)

(%)

YOLOV8n(RGB) 86.7 56.9 3.01 8.1
YOLOV8Nn(IR) 94.6 70.3 3.01 8.1
IWFC-Net[9] 91.1 - - -
CSSA[1] 94.3 79.2 69.1° 69.1342
M212HA(YOLOVSs)[11] 95.9 72.5 37.6 68.7
GAFF[13] - 72.9 23.77 -
CFR_3[12] - 72.93 - -
GM-DETR[10] 97.4 83.9 70 176
CFT[7] 97.5 78.7 206.03 2244
CAF-YOLO(Ours) 95.8 73.9 11.74 22.6

:The parameters and FLOPs of the CSSA module are reproduced using the same experimental setup as our
CAF-YOLO model.
Note: - indicates metrics not reported in the original paper.

4.2 Main Results

Table3 shows the performance comparison of various models on LLVIP and FLIR test
sets. The infrared single-modal (YOLOv8n(IR)) achieves 94.6% mAP@0.5 on LLVIP,
significantly outperforming the visible single-modal (YOLOv8n(RGB)) at 86.7%, in-
dicating that the infrared modality has stronger detection capability under low-light
conditions. GM-DETR[10] and CFT[7] achieve the highest accuracy of 97.4% and
97.5% on LLVIP, respectively, while CSSA[1] achieves good performance of 79.2%
on FLIR.

The proposed CAF-YOLO model achieves 95.8% mAP@0.5 on LLVIP and 73.9%
on FLIR. Although CAF-YOLO is slightly lower than CFT and GM-DETR on LLVIP,
its parameter count is only 11.74M and GFLOPs is only 22.6, significantly lower than
these high-accuracy models, reflecting a balance between lightweight design and effi-
cient fusion. On FLIR, CAF-YOLO performs comparably to M212HA and still has a
large gap from GM-DETR, but its parameter count is significantly smaller than both
M2I2HA and GM-DETR. In summary, CAF-YOLO strikes an optimal balance be-
tween detection precision and model compactness, rendering it highly effective for re-
source-constrained environments.
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Table 4. Ablation study results analysis (Improvement 1: Introduce CAF module to achieve bi-
modal feature complementarity and semantic alignment through bidirectional attention mecha-
nism; Improvement 2: Replace traditional ADD operation with Concat+1><1Conv+EMA fusion
structure to achieve efficient bimodal feature interaction; Improvement 3: Deploy C2f-EMA
module in neck network and enhance feature representation capability by embedding EMA at-
tention mechanism)

Configuration Params&GFLops LLVIP FLIR
Impl Imp2 Imp3 Params(M) GFLOPs mAP@0.5 mAP@0.75 mAP@0.5 mAP@0.75
4.28 11.2 0.945 0.664 0.697 0.326
v 8.80 19.5 0.947 0.702 0.701 0.342
v 4.45 11.6 0.954 0.671 0.725 0.327
v 4.28 11.2 0.955 0.656 0.709 0.333
v v 7.21 14.3 0.954 0.676 0.700 0.337
v v 8.97 19.8 0.957 0.689 0.713 0.340
v v 8.80 19.5 0.958 0.693 0.721 0.353
v v v 11.74 22.6 0.958 0.703 0.739 0.351

4.3  Ablation Study

To assess the efficacy of various architectural elements in the CAF-YOLO model, this
paper designs a systematic ablation study to investigate the impact of the Cross-Atten-
tion Fusion (CAF) module, neck feature fusion improvement, and C2f-EMA structure
optimization on model performance. Through the control variable method, the inde-
pendent contribution and combined effect of each module are evaluated separately: for
the CAF module, the baseline is set without enabling this module; for the feature fusion
method, simple feature addition (ADD) is used as the baseline; for the C2f-EMA mod-
ule, the standard C2f structure is used as the baseline. The experimental configuration
is shown in Table4, where "v" signifies the incorporation of the respective component,
and blank indicates not enabled.

From the ablation study results in Table4, it can be seen that each module makes a
significant contribution to model performance. The CAF module improves mAP@0.75
by 3.8 percentage points on LLVIP and 1.6 percentage points on FLIR, indicating its
effectiveness in achieving cross-modal semantic alignment, especially under strict loU
thresholds. The bimodal fusion improvement achieves a significant 2.8 percentage
point increase in MAP@0.5 on FLIR, demonstrating that this improved structure can
integrate bimodal information more effectively. The C2f-EMA structural improvement
achieves approximately 1 percentage point mAP@0.5 enhancement on both datasets,
reflecting its enhancement of feature representation capability. All combinations of im-
provements yield positive gains, and the complete model achieves optimal results on
both datasets, verifying the rationality of CAF-YOLO's component design and the ef-
fectiveness of the overall architecture.

10/937



2026 International Conference on Intelligent Computing
(0] July 22-26, Toronto, Canada

http://www.ic-icc.cn/2026/index.php

4.4  Visualization Analysis

1
-

N

L - [

(@) Visible (b) Inrared (c) RGB (d) IR (e) CAF () Full

Fig. 3. Heatmap visualization of CAF-YOLO on LLVIP dataset. The first two rows are daytime
scenes, and the last two rows are nighttime scenes. Each column from left to right shows: visi-
ble original image, infrared original image, heatmap generated by YOLOv8-RGB, heatmap
generated by YOLOV8-IR, heatmap after CAF module, and heatmap of the final full model.
Visualization results indicate that the CAF module can effectively fuse bimodal information,
and the heatmap of the full model shows more concentrated feature response regions.

"yl

For a comprehensive insight into the operational mechanism of CAF-YOLO, we im-
plement Grad-CAM to visualize the model’s attentional focus via heatmaps under var-
ying conditions. Grad-CAM generates heatmaps that reflect the model's decision-mak-
ing basis by calculating the gradient of the target class relative to the feature maps and
performing weighted summation, then overlaying the heatmaps with the original im-
ages.

The CAF module, through its cross-attention mechanism, can better focus attention
on human targets, achieving semantic alignment and enhancement of RGB and IR fea-
tures. Visualization results show that in daytime scenes, single-modal models
(YOLOV8-RGB and YOLOVS8-IR) either misjudge or inadequately attend to the two
pedestrians in the upper right corner, while the CAF module can accurately focus at-
tention on these two pedestrian regions, achieving effective complementarity of bi-
modal information. In nighttime scenes, the RGB single-modal model erroneously fo-
cuses attention on a trash can, the IR single-modal model focuses on car parts, while
the CAF module successfully shifts attention to the pedestrians at the right edge,
demonstrating its ability of cross-modal semantic alignment.

The EMA modules enhance important channels and positions while suppressing ir-
relevant information, thereby improving the model's discriminative capability. Grad-
CAM heatmap comparison shows that the EMA model has higher activation peaks
within true targets and weaker background activation. For example, in daytime scenes,
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after the effect of CAF, the EMA module further focuses attention on the human body;
in nighttime scenes, although the CAF module can already attend to pedestrians, the
EMA module further concentrates attention on key parts of the pedestrian body, reduc-
ing interference from background noise.

In summary, visualization analysis demonstrates that the CAF module achieves se-
mantic alignment between RGB and IR modalities, and the EMA module enhances
important features while suppressing irrelevant information. The synergistic work of
both modules improves the reliability of the detector in sophisticated real-world con-
texts..

5 Conclusion

The CAF-YOLO model achieves 95.8% mAP@0.5 on the LLVIP dataset, representing
improvements of 9.1 percentage points over the YOLOv8 visible single-modal baseline
and 1.2 percentage points over the YOLOVS infrared single-modal baseline. On the
FLIR dataset, CAF-YOLO reaches 73.9% mAP@0.5, with improvements of 17.0 and
3.6 percentage points over the visible and infrared single-modal baselines, respectively.
Meanwhile, CAF-YOLO has only 11.74M parameters and 22.6 GFLOPs, significantly
lower than other high-accuracy models, attaining a synergy between detection precision
and inference speed.

By utilizing Cross-Attention Fusion (CAF) and Efficient Multi-scale Attention
(EMA) modules, this research proposes an accurate and efficient bimodal pedestrian
detection method. These attention mechanisms help improve detection accuracy, sim-
plify model architecture, and enhance the performance of intelligent surveillance and
autonomous driving systems. Future work can explore more efficient attention mecha-
nisms, extend to other bimodal detection tasks, and evaluate the model's adaptability
under different conditions by testing on diverse scenarios and datasets to ensure its re-
liability in practical applications.
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Abstract. Text classification remains challenging in real-world scenarios due to
semantic ambiguity, insufficient contextual information, and unclear category
boundaries. To address these issues, this paper proposes an Ambiguity-Aware
Keyword-Enhanced Label-Aware Semantic Fusion Network (AAK-LASFNet).
The model combines local contextual features extracted by TextRCNN with
global semantic representations obtained from a frozen pre-trained language
model. To improve discriminative representation learning, ambiguity estimation,
label-aware attention, keyword enhancement, high-order semantic fusion, and
semantic consistency regularization are integrated into a unified framework.
Experiments on four benchmark datasets show that AAK-LASFNet achieves
better classification accuracy than strong baseline models. Ablation and
ambiguity-oriented analyses further demonstrate the effectiveness and robustness
of the proposed method.

Keywords: Text Classification, Semantic Ambiguity, Label-Aware Attention,

Keyword Enhancement, High-Order Semantic Fusion.

1 Introduction

Text classification is a fundamental task in natural language processing and has been
widely applied to news categorization, sentiment analysis, topic detection, and
information retrieval [ 1-4]. With the development of deep learning, neural models such
as CNNs, RNNs, and TextRCNN have been widely used to capture local contextual
and semantic features from textual sequences [5—8]. More recently, Transformer-based
pre-trained language models, including BERT and RoBERTa, have further improved
text representation learning through large-scale contextual pre-training [9—14].
Despite these advances, real-world text classification still faces several challenges.
First, short texts and noisy user-generated content often provide insufficient contextual
clues. Second, semantic ambiguity may cause the same word or phrase to express
different meanings under different contexts. Third, category boundaries are sometimes
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unclear, especially in fine-grained or multi-class classification scenarios. These issues
make it difficult for models relying only on local lexical features or single-view
representations to learn robust and discriminative semantics.

Large-scale pre-trained models and LLMs provide stronger global semantic modeling
ability, but directly applying them to downstream classification often brings high
computational cost and limited controllability. Therefore, an effective solution is to
combine lightweight local semantic encoders with frozen global semantic
representations while explicitly modeling ambiguity and category-related semantic
information.

To this end, this paper proposes an Ambiguity-Aware Keyword-Enhanced Label-
Aware Semantic Fusion Network (AAK-LASFNet). The framework integrates local
contextual features, frozen LLM-based global semantics, label-aware attention,
keyword cues, ambiguity estimation, and high-order semantic fusion into a unified
architecture. In addition, a semantic consistency loss is introduced to align local and
global semantic views and improve representation stability.

The main contributions of this paper are summarized as follows:

1.A unified ambiguity-aware semantic fusion framework is proposed for robust text
classification.

2.Label-aware attention and keyword enhancement are introduced to strengthen
category-related semantic representation.

3.An ambiguity estimation module and high-order fusion strategy are designed to
improve classification robustness under uncertain semantic conditions.

4.Experiments on four benchmark datasets demonstrate the effectiveness of the
proposed method.

The remainder of this paper is organized as follows. Section 2 reviews related work.
Section 3 presents the proposed method. Section 4 reports experimental results and
analysis. Section 5 concludes the paper.

2 Related Work

2.1 Neural Text Classification

Early neural text classification methods mainly relied on convolutional and recurrent
architectures. CNN-based models are effective in capturing local n-gram features,
while RNN-based models are suitable for modeling sequential dependencies [5—7].
TextRCNN further combines recurrent contextual modeling with convolutional feature
extraction, improving semantic representation for classification tasks [8]. Attention
mechanisms have also been introduced to emphasize informative tokens and improve
interpretability [19-21]. However, these models mainly depend on local contextual
patterns and may be insufficient for resolving semantic ambiguity in complex or noisy
texts.
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2.2 Pre-trained Language Models and Large Language Models

Pre-trained language models have significantly improved text classification by learning
contextualized representations from large-scale corpora. ELMo, BERT, RoBERTa,
ALBERT, and DeBERTa have demonstrated strong representation ability across
various NLP tasks [9—14]. More recently, LLMs have shown stronger semantic
understanding and reasoning capability due to large-scale pre-training [17,18].
Nevertheless, directly applying large-scale models to downstream classification tasks
usually results in high computational cost. Therefore, using frozen pre-trained
representations as complementary global semantic information provides a practical
solution.

2.3 Semantic Fusion and Label-aware Classification

Semantic fusion methods aim to integrate heterogeneous information from multiple
semantic views to improve representation robustness [23-25]. Meanwhile, label-aware
classification explicitly models the interaction between text features and label
semantics, helping the model capture category-relevant information [22]. Existing
studies have shown the effectiveness of multi-view learning, knowledge-enhanced
representation, and label-aware attention in classification tasks. However, most
methods focus on a single aspect of semantic modeling and rarely integrate ambiguity
estimation, label semantics, keyword cues, and local-global semantic fusion within a
unified framework. This motivates the proposed AAK-LASFNet.

3 Methodology

3.1 Overall Framework

To address the challenges of semantic ambiguity and unclear category boundaries in
text classification, this paper proposes an ambiguity-aware semantic fusion network
(AAK-LASFNet). The proposed framework aims to construct robust and
discriminative text representations by jointly modeling local contextual semantics,
global semantic knowledge, and category-related semantic cues.

Given an input text x, the model first employs a TextRCNN encoder to capture local
contextual features, while a large language model is utilized to obtain global semantic
representations, forming a dual-view semantic representation of the text. An ambiguity
estimation module is then introduced to quantify the semantic uncertainty of each
sample. Meanwhile, a label-aware attention mechanism strengthens the interaction
between textual features and label semantics, and a keyword enhancement module
highlights salient semantic cues within the text. Finally, a high-order semantic fusion
module integrates the multi-source semantic information to generate the final
representation for classification.

Let the input text be represented as

x = (W, Wy, ., Wy) @9
where n denotes the length of the text and w; is the i-th token.

16/937



Ambiguity-Aware Keyword-Enhanced Label-Aware Semantic Fusion for Text Classification

peijun xie et al.

A schematic overview of the proposed framework is provided in Fig. 1.
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Fig. 1. AAK-LASFNet Model architecture.

3.2 Local Semantic Representation

To capture local contextual information, TextRCNN is employed as the local semantic
encoder. The input tokens are first mapped into embedding vectors:
e; = Embedding(w;) (2)
where e; € R%denotes the embedding of the i-th token.
Then a bidirectional recurrent network is used to model contextual dependencies:

h, = RNN(e;, h,_;) 3)
h, = RNN(e;, h,4,) 4)

The hidden states from the two directions are concatenated as
h; = [h; hy] (5)

Finally, a pooling operation is applied to aggregate the sequence-level
representation:
hiocal = Pooling(hy, hy, ..., hy,) (6)
This representation mainly captures local semantic patterns and contextual features
within the input text.

3.3 Global Semantic Representation

The global semantic feature is obtained from a frozen pre-trained language model.
In our implementation, RoOBERTa-base is selected for English texts, whereas Chinese-
RoBERTa-wwm-ext is employed for Chinese texts. These encoders are not updated
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during training, so the additional computational burden is limited and the extracted
semantic features remain stable. For each input sequence, we use the final-layer
representation at the [CLS] position as the sentence-level global semantic vector.
hglobal = LLM(X) (7)
Here, hgiopar € R%denotes the global semantic vector of the input text, which
provides complementary semantic information beyond the local contextual features
captured by lightweight encoders.

3.4 Label-Aware Attention

Traditional text classification models typically treat labels as discrete indices and fail
to fully exploit their underlying semantic information. To explicitly model the
interaction between textual representations and label semantics, a label-aware attention
mechanism is introduced.

Assume that there are C categories, and each category is represented by a learnable
embedding vector. All label embeddings form a matrix E € R¢*%, where ddenotes the
embedding dimension. Given the local semantic representation h;,.,; € R*%and the
global semantic representation hg;,pq; € R*4, the relevance between textual features
and label semantics is computed through a similarity-based attention mechanism:

a; = softmax(h;pcq ET) (8)

ay = softmax(hyopaET) 9)

where a;,a, € R*¢ denote the attention weights over label embeddings. These

weights indicate the degree of semantic alignment between the input text and each
category.

Based on the learned attention distributions, label-aware semantic representations
are obtained as:

Ziocar = O E (10)

Zglobar = AgE (11)

where  Zjoca1, Zgiopar € R4 | By incorporating label semantics into the

representation learning process, the model enhances category-relevant feature

aggregation and improves class discrimination. These label-aware representations are

subsequently integrated with other semantic features in the semantic fusion module to
construct the final classification representation.

Label Embeddings

Label-aware
—> Representation
z=aE

Similarity + Softmax
a = softmax(heextET)

E=[ey ey, ..., ecl \

Text Feature
htext

Fig. 2. Label-aware attention mechanism
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As shown in Fig. 2, the label-aware attention module aligns textual representations
with learnable label embeddings to enhance category-related semantic aggregation.

3.5 Keyword Enhancement Module

In textual data, salient keywords often provide strong cues for category discrimination.
To explicitly emphasize such informative semantic signals, a keyword enhancement
module is introduced. Specifically, keywords are first extracted from the input text
using a large language model, forming a keyword set K = (kq, k,, ..., k,,), where
m denotes the number of extracted keywords. In this work, at most five keywords are
extracted for each input text.

The keyword extraction is conducted via a prompt-based strategy. The LLM is
instructed as follows:

“Given the following text, extract up to five keywords that are most useful for topic
classification. Return only the keywords separated by commas. Text: [input text].”

For Chinese datasets, the prompt is translated into Chinese while preserving the same
extraction constraint.

To ensure the quality and consistency of extracted keywords, a post-processing step
is applied. Specifically, duplicated words, punctuation marks, and stop words are
removed. In addition, keywords that are not present in or semantically inconsistent with
the original text are filtered out. If fewer than five keywords are obtained, zero-padding
is applied after embedding to maintain a consistent representation.

The keyword sequence is then mapped into embedding vectors using the shared
embedding layer and aggregated through an average pooling operation to obtain a
compact semantic representation:

k = Encoder(K) (12)

This keyword-aware representation captures the thematic semantics of the input text
and is jointly utilized with other semantic features during the subsequent semantic
fusion process, enabling the model to better focus on category-relevant information and
improve representation discriminability.

3.6 Ambiguity Estimation

To explicitly model semantic ambiguity in texts with unclear category boundaries, an
uncertainty estimation module is introduced to quantify the degree of classification
ambiguity. The ambiguity score is derived from the predicted probability distribution
of the classifier:
P = [P, b2 -, Pc] (13)
where p; and p, denote the highest and second-highest category probabilities,
respectively. The semantic uncertainty is defined as:
u=1-(p;—p2) (14)
A larger value of u indicates higher prediction uncertainty, suggesting that the input
text is more semantically ambiguous and difficult to classify. In such cases, the model
is encouraged to rely more on global semantic information to improve representation
robustness and classification reliability.
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3.7 High-Order Semantic Fusion

To explicitly model the interaction between local and global semantic representations,
a cross-semantic interaction mechanism is introduced:
hcross = (lelocal) O (szglobal) (15)
where (Ddenotes element-wise multiplication. This operation enables fine-grained
feature interaction across corresponding semantic dimensions.
Subsequently, multi-source semantic features are aggregated through concatenation:
hmeta = [Zlocal; Zglobals Reross; k; u] (16)
where krepresents the keyword-aware semantic representation and udenotes the
semantic uncertainty score.
Finally, the fused representation is obtained via a nonlinear transformation using a
multilayer perceptron (MLP):
hfusion = ReLU(VI/}hmeta + bf) (17)
This fusion strategy jointly integrates local contextual semantics, global semantic
knowledge, cross-view interaction features, keyword information, and ambiguity-
aware signals, resulting in more discriminative and robust semantic representations for
classification.

3.8 Loss Function

To enforce consistency between different semantic representations, a semantic
consistency loss is incorporated into the training objective alongside the classification
loss.

The classification loss is defined as:

L.s = CrossEntropy(y, ) (18)

where y denotes the ground-truth label and ¥ represents the predicted probability
distribution.

To reduce the discrepancy between local and global semantic representations, a
cosine-based consistency loss is introduced:

Leons =1— COS(Zlocal' Zglobal) (19)
The overall training objective is formulated as:
L = Les + ALcons (20)

where A is a balancing coefficient that controls the contribution of the consistency
constraint.

By jointly optimizing these objectives, the model maintains strong classification
capability while encouraging alignment between semantic views, leading to more stable
and discriminative feature representations.

4 Experiments

4.1 Datasets

Experiments are conducted on four benchmark datasets, including Cnews, IFLYTEK,
Today’s Headline, and AG News. These datasets cover both Chinese and English text

20/937



Ambiguity-Aware Keyword-Enhanced Label-Aware Semantic Fusion for Text Classification

peijun xie et al.

classification scenarios, including news categorization, short-text classification, and
large-scale multi-class classification. Their statistics are summarized in Table 1.

Table 1. Details of the dataset.

Dataset Language Classes Training Samples Test Samples
Cnews Chinese 10 50,000 10,000
IFLYTEK Chinese 119 121,000 7,000
Today’s Headline ~ Chinese 15 382,688 40,000
AG News English 4 120,000 7,600

4.2 Experimental Settings

All models are trained under the same experimental protocol. In AAK-LASFNet,
TextRCNN is used as the local encoder, with a recurrent hidden size of 256 and word
embedding dimension of 300. The global semantic encoder is frozen during training.
Adam is used for optimization, with a learning rate of 1 x 107*, batch size of 32, and
maximum epoch number of 20. The semantic consistency coefficient is set to A = 0.1.
Accuracy is adopted as the main evaluation metric, and results are averaged over five
runs with different random seeds.

4.3 Overall Performance Comparison

We compare AAK-LASFNet with TextCNN, TextRNN, TextRCNN, BERT, and
RoBERTa. Table 2 reports the classification accuracy on four benchmark datasets,
where the best result is marked in bold.

Table 2. Overall classification performance (Accuracy).

Model Cnews IFLYTEK Today’s Headline AG News
TextCNN 92.1 61.3 95.0 91.2
TextRNN 91.6 60.4 94.6 90.8

TextRCNN 93.4 62.7 96.1 92.5

BERT 952+02 64.8+0.3 97.3+£0.2 94.6 £0.2
RoBERTa 95.8+0.1 652+0.2 97.8+0.1 95.1+0.2
Proposed 96.7+0.2 67.3+0.2 98.5 + 0.1 96.4 + 0.1

As shown in Table 2, AAK-LASFNet achieves the best performance on all datasets.
Compared with traditional neural baselines, the improvement indicates the benefit of
incorporating global semantic knowledge, label semantics, keyword cues, and
ambiguity-aware fusion. Compared with BERT and RoBERTa, the proposed model
also obtains further gains, suggesting that the unified semantic fusion strategy provides
additional discriminative information beyond standard pre-trained representations.

4.4 Ablation Study

The contribution of each module is analyzed through the ablation results presented in
Table 3.
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Table 3. Ablation study results.

Model Variant Cnews IFLYTEK
Base (TextRCNN + LLM) 95.8 65.4
+ Uncertainty Estimation 96.1 66.1
+ Label-aware Attention 96.3 66.5
+ Advanced Semantic Fusion 96.5 66.9
+ Semantic Consistency Loss ~ 96.6 67.1
Full Model 96.7 67.3
w/o Keyword Enhancement 96.4 67.2

As shown in Table 3, each module contributes to the final performance. Ambiguity
estimation improves the handling of uncertain samples, label-aware attention enhances
category-related semantic alignment, and high-order semantic fusion strengthens the
interaction between local and global representations. The semantic consistency loss
further improves representation stability. In addition, removing the keyword
enhancement module causes a performance drop, confirming the usefulness of keyword
cues.

4.5 Analysis on Ambiguous Texts

To evaluate the robustness of the proposed model under semantic ambiguity, the test
set is partitioned into ambiguous and non-ambiguous subsets. A sample is considered
ambiguous when the gap between the top two predicted probabilities is below 0.1, a
threshold selected empirically. The corresponding results are presented in Table 4.

Table 4. Performance on ambiguous and non-ambiguous subsets.

Model Non-Ambiguous Ambiguous
TextRCNN 96.4 79.5
BERT 97.2 82.1
Proposed Model 97.8 87.6

As reported in Table 4, the proposed approach exhibits clear performance gains on
semantically ambiguous instances, indicating the effectiveness of the ambiguity-aware
modeling and semantic fusion strategy in addressing uncertainty during classification.

4.6 Visualization and Sensitivity Analysis

To further analyze the representation quality and interpretability of the proposed
framework, several visualization studies are conducted. As shown in Fig. 3, the fused
representations learned by the proposed model form more compact clusters and clearer
class boundaries than local or global representations alone, indicating that the semantic
fusion strategy improves feature discriminability.

Local Representation Global Representation Fused Representation

cccccc

Fig. 3. t-SNE visualization of local, global, and fused semantic representations.
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Fig. 4 presents representative attention and keyword visualization results. The model
assigns higher weights to semantically informative tokens, and the extracted keywords
are generally consistent with the main topic of the input text. This suggests that the
proposed framework can capture salient category-related cues and provide a certain
degﬂr}ese of interpretability.
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Fig. 4. Attention weights and extracted keywords (representative English sample).

In addition, Fig. 5 reports the sensitivity analysis of the semantic consistency coefficient
A. The model achieves stable performance when A is set within a moderate range, and
the best result is obtained at A = 0.1. Fig. 6 further shows the confusion matrix on the
Cnews dataset, where most predictions are concentrated along the diagonal. The
remaining errors mainly occur between semantically related categories, indicating that
the proposed model learns meaningful category boundaries.
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Fig. 6. Confusion matrix on the Cnews dataset.
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