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Preface 

The International Conference on Intelligent Computing (ICIC) was started to 

provide an annual forum dedicated to emerging and challenging topics in artificial 

intelligence, machine learning, pattern recognition, bioinformatics, and 

computational biology. It aims to bring together researchers and practitioners 

from both academia and industry to share ideas, problems, and solutions related 

to the multifaceted aspects of intelligent computing. 

ICIC 2025, held in Ningbo, China, July 26-29, 2025, constituted the 21st 

International Conference on Intelligent Computing. It built upon the success of 

ICIC 2024 (Tianjin, China), ICIC 2023 (Zhengzhou, China), ICIC 2022 (Xi'an, 

China), ICIC 2021 (Shenzhen, China), ICIC 2020 (Bari, Italy), ICIC 2019 

(Nanchang, China), ICIC 2018 (Wuhan, China), ICIC 2017 (Liverpool, UK), 

ICIC 2016 (Lanzhou, China), ICIC 2015 (Fuzhou, China), ICIC 2014 (Taiyuan, 

China), ICIC 2013 (Nanning, China), ICIC 2012 (Huangshan, China), ICIC 2011 

(Zhengzhou, China), ICIC 2010 (Changsha, China), ICIC 2009 (Ulsan, South 

Korea), ICIC 2008 (Shanghai, China), ICIC 2007 (Qingdao, China), ICIC 2006 

(Kunming, China), and ICIC 2005 (Hefei, China). 

This year, the conference concentrated mainly on the theories and 

methodologies as well as the emerging applications of intelligent computing. Its 

aim was to unify the picture of contemporary intelligent computing techniques as 

an integral concept that highlights the trends in advanced computational 

intelligence and bridges theoretical research with applications. Therefore, the 

theme for this conference was "Advanced Intelligent Computing Technology and 

Applications". Papers that focused on this theme were solicited, addressing 

theories, methodologies, and applications in science and technology. 

ICIC 2025 received 4032 submissions from 21 countries and regions. We 

selected 328 Poster papers from the remaining papers, included in four volumes. 

These four volumes of Poster papers will be arranged on the open access website 

http://poster-openaccess.com/. 

The volume Ⅰ includes 82 poster papers.  

The volume Ⅱ includes 82 poster papers. 

The volume Ⅲ includes 81 poster papers. 

The volume Ⅳ includes 83 poster papers. 

http://poster-openaccess.com/


The organizers of ICIC 2025, including The Society of International 

Computing, Ningbo University, Eastern Institute of Technology, Ningbo, Ningbo 

Institute of Digital Twin, Ningbo EIT Industrial Technology Institute, The 

University of Nottingham Ningbo China, Tianjin University of Science and 

Technology, and Xinjiang Institute of Engineering, made an enormous effort to 

ensure the success of the conference. We hereby would like to thank the members 

of the Program Committee and the referees for their collective effort in reviewing 

and soliciting the papers. In particular, we would like to thank all the authors for 

contributing their papers. Without the high-quality submissions from the authors, 

the success of the conference would not have been possible. Finally, we are 

especially grateful to the International Neural Network Society and the National 

Science Foundation of China for their sponsorship. 
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S2LNet: Review the Non-Stationarity in Multivariate 

Time Series Forecasting 

Zhuang Xing1() 

1 Xi'an Damai Network Technology Co., Ltd., Xi'an 710000, China 
xingzhuang@damaikeji.com 

Abstract. Transformer-based methods have achieved remarkable advances in 

multivariate time series forecasting for their long-range ability. However, the 

non-stationarity of real-world time series, make these models particularly prone 

to overfitting when data distribution changes over time. Recently, despite various 

attempts in existing studies, they either overlook cross-channel mutual infor-

mation gains or struggle to effectively capture cross-time features. To overcome 

these limitations, we review the characteristics of time series and develop a novel 

Short-term to Long-term network called S2LNet, which combines short-term 

cross-time features into long-term distributions and then models cross-channel 

dependencies models cross-time and cross-channel dependencies. For cross-time 

features, S2LNet first decomposes the input sequence into seasonal and trend 

items, then employs Transformers for capturing seasonal features seasonal items 

and multilayer perceptrons (MLPs) for trend items modeling trend features. 

These modeled short-term features are then fused and downsampled into long-

term relationships through the Long-term Fusion module, followed by a channel-

wise Transformer for long-term cointegration across channels. Extensive exper-

iments on various real-world benchmarks have verified the superiority of our 

model over other state-of-the-art baselines. 

Keywords: Non-stationary Time Series, Cross-time Dependencies, Cross-chan-

nel Dependencies. 

1 Introduction 

1.1 A Subsection Sample 

Multivariate time series forecasting (MTSF) promotes various real-world applications 

where future trends can be learned from historic multi-channel signals, such as weather 

prediction [1] and building energy consumption [2]. Recently, Transformer-based 

methods [3, 4] have been widely used in MTSF for their robust long-range ability [5, 

6]. However, real-world time series data are often non-stationary, with shifting distri-

butional statistics data distribution shifting over time (known as distribution drift). This 

problem leads to significant overfitting for Transformer-based methods [7-9]. 
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Fig. 1. Seasonal-trend decomposition and cointegration. A stable mean reflects consistent distri-

bution over time, while non-stationary series show varying mean values. Cointegration describes 

the long-term relationships where two or more non-stationary time series are linearly combined 

to produce a stationary series. 

To this issue, recent approaches have proposed to employ channel-independent (CI) 

strategies, ignoring correlations across channels and focus on temporal dependencies, 

named channel-independent (CI). It avoids the challenges of spurious regression that 

may arise from irrelevant channels. Surprisingly, by avoiding disruptions of spurious 

regression that may arise from irrelevant channels, CI models [10, 11] even exhibit 

superior performance that surpasses other contemporary methods [12, 13]. Afterward, 

a novel channel-dependent (CD) model, iTransformer [14], proposes a simple but novel 

operation that treats the entire input sequence as a token and captures channel correla-

tions, outperforming previous elaborate CD methods [3, 15]. However, these CI and 

CD models still have certain limitations: the former typically overlooks the mutual in-

formation gain across channels, the latter lacks sufficient capability to model short-term 

temporal dependencies [16]. 

To illustrate our solution comprehensively, we review the non-stationary nature of 

the time series in Figure 1. For temporal modeling, decomposition effectively separates 

the seasonal item, with its stable mean, from the trend item. In channel-wise cointegra-

tion [17], non-stationary sequences are combined into a stationary one. Building on 

these concepts, we propose a Short-term to Long-term network S2LNet. S2LNet first 

decomposes each input series into seasonal and trend items, followed by a patching 

process which divides them into short-term subsequences. S2LNet leverages the fitting 

ability of the Transformer for seasonal features and the generalization of Linear for 

trend features. Finally, these short-term seasonal and trend features are fused into long-

term dependencies via a Long-term Fusion module and used to model long-term coin-

tegration with the Transformer. For these short-term components, S2LNet not only sep-

arately extracts their temporal-wise features, but also reconstruct a combined stationary 

distribution and further model their long-term cointegrated channel-wise dependencies. 

Our contributions are as follows: (1) We propose S2LNet, a Short-term to Long-

term network that addresses the limitations of existing models in capturing both cross-

time and cross-channel dependencies; (2) S2LNet introduces the Long-term Fusion 

module, which combines short-term non-stationary features into a long-term stationary 
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one, boosting the ability combines short-term seasonal and trend components into long-

term features, enhancing the effectiveness of channel-wise cointegration modeling; (3) 

S2LNet achieves state-of-the-art performance across a wide range of baselines on mul-

tiple real-world datasets. S2LNet presents stable advantages over other 8 state-of-the-

art models, ranking top-1 in 20 out of the 32 settings with various datasets, prediction 

lengths and metrics. 

2 Time Series Forecasting Via Transformer 

In the realm of multivariate time series forecasting (MTSF), Recently, the Transformer 

has seen widespread adoption in MTSF due to the long-range ability of its multi-head 

self-attention (MHSA) mechanism. MHSA parallelly calculates the attention score for 

each head and concatenate weighed outputs from all heads to form the final output. For 

a set of 𝑁𝑃 tokens 𝒙 ∈ ℝ𝑁𝑃×𝑃 with a feature dimension of 𝑃, the attention is calculated 

as follows: 

 

𝑸 = Linear(𝒙), 𝑲 = Linear(𝒙), 𝑽 = Linear(𝒙),

Attention(𝑸, 𝑲, 𝑽) = softmax (
𝑸𝑲⊤

√𝑑𝑘
) 𝑽,

 

where 𝑸, 𝑲, and 𝑽 represent the query, key, and value matrices projected by the re-

spective linear layer, and 𝑑𝑘 is the dimension of the key. Through this process, weights 

are dynamically reassigned to each token, allowing the model to capture how each ele-

ment in a sequence relates to other parts. 

To further illustrate, we reuse the previously defined notation 𝒙 ∈ ℝ𝑁𝑃×𝑃 as an ex-

ample. In cross-time modeling, 𝑁𝑃 represents the number of divided subsequences for 

each time series, with 𝐶 different channels treated as independent samples. In cross-

channel modeling, 𝑁𝑃 often refers to the number of channels, with subsequences treated 

as independent period samples. It is worth noting that the number of period samples is 

greater than 1 in short-term channel-wise modeling [15], while set to 1 in long-term 

modeling [14]. 

3 S2LNet: Short-term to Long-term network 

3.1 The overall framework 

As shown in Figure 2, S2LNet has three main components: input preprocessing, fore-

casting model, and output postprocessing. In the preprocessing stage, S2LNet first ap-

plies z-score standardization to align the global distribution of different sequences and 

then decompose the normalized input into the stationary seasonal item 𝑰𝑠 and the non-

stationary trend item 𝑰𝑡. In the forecasting model, 𝑰𝑠 and 𝑰𝑡 will be divided into subse-

quences for local semantic information aggregation through the Patching operation. 

These partitioned items are further fed into different modules for cross-time extraction.  
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Fig. 2. The pipeline of S2LNet. (1)In Preprocessing, each input series will be normalized to align 

distribution and decomposed into seasonal and trend items; (2)The Forecasting Model captures 

cross-time and cross-channel features of two items the two decomposed items and then predicts 

future series; (3)In Postprocessing, denormalization restores the distribution, producing a final 

predicted series. 

Afterward, these outputs are fused by a Long-term Fusion module to obtain long-term 

features. Following this, S2LNet captures long-term cointegrations by the Cross-chan-

nel Transformer, and its outputs will be projected to a future series by a linear layer. 

Finally, in the postprocessing stage, de-normalization is applied to restore the global 

distribution of the output series. 

3.2 Input Preprocessing 

In the preprocessing stage, we first apply z-score normalization to normalize the input 

sequence. Specifically, given a channel of, the normalized output 𝒙 is defined as fol-

lows: 

 𝜇 =
1

𝐼
∑  𝐼

𝑘=1 𝑥𝑘 , 𝜎2 =
1

𝐼
∑  𝐼

𝑘=1 (𝑥𝑘 − 𝜇)2, 𝒙 =
𝒙−𝜇

𝜎
, 

where 𝜇 and 𝜎 are the mean and standard deviation of 𝒙, respectively. The counted 

global distribution statistics of different channels and sample sequences are used for 

aligning their distribution. 

Later, as demonstrated in existing works [3, 4], we leverage the seasonal-trend de-

composition to facilitate cross-time modeling. Similarly, a decomposition is employed 

to extract the mean variations within the input sequence as a trend item (𝐼𝑡). Then, 𝒙 is 

decomposed into a relative stationary seasonal item (𝐼𝑠) via subtracting 𝐼𝑡. The process 

is as follows: 

𝑰𝑡 = AvgPool(Padding((𝒙)), 𝑰𝑠 = 𝒙 − 𝑰𝑡 , 
where AvgPool is used to obtain the trend item 𝑰𝑡 ∈ ℝ𝐼 with an average kernel, with a 

kernel size of 25 and a stride of 1. Padding is applied using terminal values to ensure a 

consistent length of all the input sequences. 
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3.3 Forecasting Model 

Patching aggregates adjacent time steps into cohesive patch-based tokens, which can 

effectively aggregate local semantic information and promote subsequent dependencies 

modeling. Notably, to further enhance the stationary of the trend item to improve pre-

dictive ability [9] and facilitate subsequent modeling [16], the following operations are 

conducted: 

Notably, before patching, re-normalization and sliding aggregation [18] are addi-

tionally applied to 𝐼𝑡 to further enhance the stationarity of the trend item and to smooth 

away outlier values: 

𝐼𝑡̅ =
1

𝐼
∑  

𝐼

𝑘=1

𝐼𝑡𝑘
, 𝑰̂𝑡 = 𝑰𝑡 − 𝐼𝑡̅       (re-normalization) 

𝑰̂𝑡 = DWC(𝑰̂𝑡) + 𝑰̂𝑡       (sliding aggregation) 

Here, 𝐼𝑡̅ represents the mean of 𝑰𝑡, and DWC refers to a depth-wise 1D convolution. 

Afterward, the patching step divides 𝑰𝑠 and 𝑰̂𝑡 into two sets of 𝑁𝑃 subsequences with 

length 𝑃. This process is equivalent to transforming the shape of 𝑰𝑠 and 𝑰̂𝑡 and from ℝ𝐼 

into ℝ𝑁𝑃×𝑃 . Finally, the patched matrices of 𝑰𝑠  and 𝑰̂𝑡  are mapped to latent space 

ℝ𝑁𝑃×𝑑1  and ℝ𝑁𝑃×𝑑2 respectively, where 𝑑1 and 𝑑2 are the last dimensions of the out-

put matrices. 

Cross-time Transformer aims at capturing the cross-time seasonal features 𝒛𝑠 ∈
ℝ𝑁𝑝×𝑑1 . Due to the stable distribution within the seasonal item, a stack of Transformer 

layers is ideally suited for fitting robust seasonal features. The modeling process of 

each layer is defined in the following equations: 

 
𝒛𝑠 = LayerNorm(𝒛𝑠 + MHSA(𝒛𝑠, 𝒛𝑠, 𝒛𝑠)),

𝒛𝑠 = LayerNorm(𝒛𝑠 + FFN(𝒛𝑠)),
 

where 𝒛𝑠 is initially set to 𝑰𝑠, LayerNorm refers to layer normalization, FFN stands for 

feed-forward network, and MHSA represents temporal-wise multi-head self-attention. 

These components are generally adopted to form the Transformer layer. We use two 

Transformer layers in this module. 

Cross-time MLP is used to model the cross-time dependencies of the trend item 

𝑰̂𝑡 ∈ ℝ𝑁𝑝×𝑑2 . For a less stationary trend item 𝑰̂𝑡, a simple linear module can provide 

strong generalization capability. The process is as follows: 

 𝒛𝑡 = 𝑰̂𝑡 + FFN(𝑰̂𝑡), 

where FFN stands for a two-layer feed-forward network. Similar to the Cross-time 

Transformer, the shape of the trend feature 𝒛𝑡 is kept as the same of the original trend 

item 𝑰̂𝑡. 

 𝒛𝑡 = 𝑰̂𝑡 + FFN(𝑰̂𝑡)×𝑙2
, 

where 𝑙2 (default 𝑙2=1) layers of FFN are stacked for cross-time modeling, resulting in 

trend features 𝒛𝑡 ∈ ℝ𝑁𝑝×𝑑1 . 
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Long-term Fusion is used to restore the decomposed seasonal and trend items, re-

sulting in long-term features with original mean variations within a sequence. For each 

univariate sequence, the modeled seasonal and trend features are fused via the follow-

ing operations: 

 
𝒛 = Linear(𝒛𝑠) + Linear(𝒛𝑡) + 𝐼𝑡̅ ,

𝒛𝑙 = Linear(𝒛),
 

where 𝒛𝑠 and 𝒛𝑡 are aligned to same shape, then integrated to 𝒛 ∈ ℝ𝑁𝑝×𝐷 by addition. 

Later, 𝒛 is aggregated along the temporal dimension to produce long-term relationships 

𝒛𝑙 ∈ ℝ×𝐷, which compresses information of the entire sequence. 

Cross-channel Transformer models the Long-term Fusion outputs of non-station-

ary period features for cross-channel correlations. In contrast, existing works either 

overly focus on short-term channel dependencies or directly disregard channel-wise 

mutual information gains. Given a multivariate series 𝑿 ∈ ℝ𝐶×𝐼 , after all the above 

cross-time modules, the long-term features𝒛𝑙 of 𝐶 channels will be mixed to form the 

multi-channel long term features 𝒁 ∈ ℝ𝐶×𝐷.  The cross-channel correlation will be ob-

tained and modeled as follows: 

 
𝒁𝑐 = LayerNorm(𝒁 + MHSA(𝒁, 𝒁, 𝒁)),

𝒁𝑐 = LayerNorm(𝒁𝑐 + FFN(𝒁𝑐)),
 

where 𝒁𝑐 ∈ ℝ𝐶×𝐷  represents long-term cointegrated features of 𝐶  channels, 

LayerNorm and FFN are similar to those mentioned in the Cross-time Transformer. 

Specifically, MHSA here is channel-wise multi-head self-attention. 

Projection maps the intermediate features to a future sequence. Regarding the supe-

rior performance of encoder-only architectures [19], a linear layer is applied to project 

𝒁𝑐 from ℝ𝐶×𝐷 to ℝ𝐶×𝑂, resulting in a output sequence 𝒀̅. 

3.4 Output Postprocessing 

In the postprocessing stage, reversed z-score normalization is applied to each channel 

sequence based on its distribution statistics. Given a channel of sequence 𝒙 and its pre-

dicted output 𝒚̅ ∈ 𝒀̅, the final predicted series 𝒚̂ is generated by restoring the original 

distribution: 

 𝒚̂ = 𝒚̅ ⋅ 𝜎 + 𝜇, 

where 𝜇 and 𝜎 are the mean and standard deviation of 𝒙 respectively, counted in the 

input preprocessing. 
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4 Performance Evaluation 

4.1 Experimental Setup 

Setups. Our experiments are mainly conducted on extensively used real-world datasets 

open-sourced in previous works [3, 12]: ETT-small (ETTh1), Weather, Solar-Energy, 

Electricity, with the. For a comprehensive evaluation, we select a range of representa-

tive baselines in time series forecasting, including the following categories: (1) Trans-

former-based models: iTransformer [14], Crossformer [15], Autoformer [3], and 

PatchTST [10]; (2) CNN-based model: TimesNet [12] and SCINet [13]; and (3) Linear 

models: DLinear [20] and TiDE [21]. 

Setting. In our training configuration, we primarily adhere to the settings from [14]. 

For our architecture, we set 𝑃 = 24,𝑁𝑝 = ⌈
𝐼

24
⌉,𝑑1 = 96, 𝑑2 = 𝐷 = 512. We utilize 

Mean Square Error (MSE) and Mean Absolute Error (MAE) as performance metrics, 

aligning with previous methods [3, 22]. 

4.2 Main Results 

As shown in Table 1, S2LNet consistently demonstrates the best or second-best perfor-

mance across various datasets and prediction ranges. Specifically, S2LNet outperforms 

channel-independent approaches such as PatchTST and DLinear, as well as traditional 

channel-dependent transformers such as iTransformer, Crossformer, and Autoformer. 

Moreover, compared to the most state-of-the-art method, iTransformer, our approach 

also shows considerable advantages, with the Count of best performance being four 

times those of iTransformer. 

4.3 Channel-wise Attentions 

To validate the feasibility of modeling long-term channel dependencies, we visualize 

the channel-wise attention maps on the Weather dataset in Figure 3, where the Long-

term map is obtained using our full model with the Long-term Fusion module and the 

Short-term map is obtained without it. The two maps share significant commonalities, 

while the attention maps for long-term channel dependencies are typically less blurred 

and clearer, highlighting the effectiveness of our Short-term to Long-term mechanism. 

Moreover, the quantitative comparison is shown in Table 2. Cross-channel correla-

tions between long-term sequences outperform the short-term variant. This result is 

reasonable because short-term cross-channel correlations are highly susceptible to dis-

tribution shifts, noise, and other short-term fluctuations, leading to severe spurious re-

gression issues [23]. In contrast, long-term cross-channel correlations can better avoid 

these fluctuations and effectively capture cointegration, which typically exists between 

a long-term temporal span of channels [17]. 
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Table 1. Results for four prediction lengths 𝑂 ∈ {96,192,336,720}, with lower MSE and MAE 

indicating better performance. All baselines use an input length of 𝐼 = 96. We highlight the 

best results in bold and the second-best with underline. The last row (Count) shows the times 

each method achieves the best results. 

Models 
S2Lnet 

(Ours) 

iTransformer 

[14] 

Crossformer 

[15] 

Autoformer 

[3] 

PatchTST 

[10] 

TimesNet 

[12] 

SCINet 

[13] 

DLinear 

[20] 

TiDE 

[21] 

Metric MSE  MAE MSE  MAE MSE  MAE MSE  MAE MSE  MAE MSE  MAE MSE  MAE MSE  MAE MSE  MAE 

E
T

T
h

1
 

96 0.383 0.401 0.386 0.405 0.423 0.448 0.449 0.459 0.414 0.419 0.384 0.402 0.654 0.599 0.386 0.4 0.479 0.464 

192 0.434 0.43 0.441 0.436 0.471 0.474 0.5 0.482 0.46 0.445 0.436 0.429 0.719 0.631 0.437 0.432 0.525 0.492 

336 0.475 0.453 0.487 0.458 0.57 0.546 0.521 0.496 0.501 0.466 0.491 0.469 0.778 0.659 0.565 0.515 0.481 0.459 

720 0.468 0.471 0.503 0.491 0.653 0.621 0.514 0.512 0.5 0.488 0.521 0.5 0.836 0.699 0.519 0.516 0.594 0.558 

W
ea

th
er

 

96 0.17 0.211 0.174 0.214 0.158 0.23 0.266 0.336 0.177 0.218 0.172 0.22 0.221 0.306 0.196 0.255 0.202 0.261 

192 0.216 0.254 0.221 0.254 0.206 0.277 0.307 0.367 0.225 0.259 0.219 0.261 0.261 0.34 0.237 0.296 0.242 0.298 

336 0.273 0.295 0.278 0.296 0.272 0.335 0.359 0.395 0.278 0.297 0.28 0.306 0.309 0.378 0.283 0.335 0.287 0.335 

720 0.353 0.348 0.358 0.347 0.398 0.418 0.419 0.428 0.354 0.348 0.365 0.359 0.377 0.427 0.345 0.381 0.351 0.386 

S
o

la
r-

E
n

-

er
g

y
 

96 0.198 0.238 0.203 0.237 0.31 0.331 0.884 0.711 0.234 0.286 0.25 0.292 0.237 0.344 0.29 0.378 0.312 0.399 

192 0.232 0.266 0.233 0.261 0.734 0.725 0.834 0.692 0.267 0.31 0.296 0.318 0.28 0.38 0.32 0.398 0.339 0.416 

336 0.244 0.277 0.248 0.273 0.75 0.735 0.941 0.723 0.29 0.315 0.319 0.33 0.304 0.389 0.353 0.415 0.368 0.43 

720 0.247 0.281 0.249 0.275 0.769 0.765 0.882 0.717 0.289 0.317 0.338 0.337 0.308 0.388 0.356 0.413 0.37 0.425 

E
le

ct
ri

ci
ty

 96 0.139 0.233 0.148 0.24 0.219 0.314 0.201 0.317 0.181 0.27 0.168 0.272 0.247 0.345 0.197 0.282 0.237 0.329 

192 0.155 0.248 0.162 0.253 0.231 0.322 0.222 0.334 0.188 0.274 0.184 0.289 0.257 0.355 0.196 0.285 0.236 0.33 

336 0.17 0.265 0.178 0.269 0.246 0.337 0.231 0.338 0.204 0.293 0.198 0.3 0.269 0.369 0.209 0.301 0.249 0.344 

720 0.226 0.312 0.225 0.317 0.28 0.363 0.254 0.361 0.246 0.363 0.22 0.32 0.299 0.39 0.245 0.333 0.284 0.373 

Count 20 5 3 0 0 2 0 2 0 

 

Fig. 3. Visualization of attention maps from the channel-wise Transformer on the Weather da-

taset, showcasing the channel correlations between Short-term period and Long-term series. The 

input length 𝐼 and the prediction length 𝑂 are fixed to 96. 

Table 2. Ablation of Short-term period and Long-term series on  Weather, Solar-Energy, and 

Electricity datasets, bold notes better results. The input length 𝐼 is fixed to 96. 

Datasets Weather Solar-Enegry Electricity 

Type Metric 96 192 336 720 96 192 336 720 96 192 336 720 

Long-term 
MSE 0.170 0.216 0.273 0.353 0.198 0.232 0.244 0.247 0.139 0.155 0.170 0.226 

MAE 0.211 0.254 0.295 0.348 0.238 0.266 0.277 0.281 0.233 0.248 0.265 0.312 

Short-term 
MSE 0.173 0.220 0.275 0.359 0.201 0.230 0.246 0.248 0.144 0.164 0.177 0.219 

MAE 0.216 0.258 0.298 0.350 0.239 0.266 0.280 0.284 0.237 0.252 0.268 0.316 
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5 Conclusion 

In this paper, we propose S2LNet, a novel approach for long-term time series fore-

casting that effectively models both cross-time and cross-channel dependencies. 

S2LNet tackles the challenges of distribution shift posed by the non-stationary nature 

of real-world time series. Concretely, S2LNet decomposes input sequences into sea-

sonal and trend components, utilizing the Transformer for seasonal features and the 

MLP for trend features. These features are then fed to a Long-term Fusion module and 

a cross-channel Transformer for capturing long-term integrated relationships. Experi-

mental results on four real-world datasets demonstrate the ability of S2LNet to outper-

form state-of-the-art baselines. 
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Abstract. The logistics sector, particularly less-than-truckload (LTL) freight, is 

undergoing rapid development, with recommendation systems becoming increas-

ingly crucial for optimizing operational efficiency. While deep learning and large 

language models (LLMs) have revolutionized recommendation systems across 

various domains, their application in LTL freight matching remains underex-

plored, with traditional methods still prevalent. To address this gap, this paper 

introduces DCNLLMs, a novel system designed for predicting click-through 

rates (CTR) in LTL cargo-vehicle matching scenarios. DCNLLMs leverages the 

extensive knowledge base of LLMs to provide expert-level recommendations. A 

key contribution is a specifically designed fine-tuning framework that aligns 

CTR prediction with the inherent knowledge of the LLM, significantly enhancing 

recommendation accuracy and relevance in the LTL logistics context. Compre-

hensive experiments comparing DCNLLMs with multiple state-of-the-art recom-

mendation models demonstrate the superior effectiveness of our proposed ap-

proach. These findings not only validate the efficacy of DCNLLMs but also high-

light its transformative potential in innovating LTL freight matching, paving the 

way for more efficient and intelligent logistics operations. 

Keywords: DCNV3; Recommendation; Large language model; less-than-truck-

load. 

1 Introduction 

The rapid growth of e-commerce and global supply chains has transformed logistics, 

with smart solutions increasingly vital for enhancing operational efficiency and service 

quality [1]. Within this landscape, Less Than Truck-load (LTL) transportation stands 

out due to its economic and environmental benefits, achieved primarily through cargo 

consolidation [2]. Tang et al. emphasize the importance of optimizing real-time vehicle-

cargo matching within LTL hubs to boost efficiency [3]. However, as Zhang et al. note, 

much research has traditionally focused on aspects like loading rates, fleet scheduling, 
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and route planning, often overlooking the complexities of intelligent matching in dy-

namic LTL environments [4]. 

Winkelhaus and Grosse highlight Logistics 4.0—the shift towards digital, intercon-

nected, and intelligent systems—as key to tackling these modern logistics challenges 
[5]. Traditional recommendation methods, such as collaborative filtering, often struggle 

with the complex interdependencies inherent in LTL logistics [6]. Furthermore, Zhao 

et al. point out their limitations in effectively handling high-dimensional data, which 

can lead to suboptimal resource allocation and utilization [7]. 

Advancements in deep learning offer promising solutions. Mouhiha and Oualhaj’s 

hybrid model, which blends collaborative filtering with deep neural networks, achieved 

a notable improvement in matching accuracy [8], while Sami et al.’s approach specifi-

cally addresses data sparsity issues [9]. Techniques like Wang et al.’s DCN v2 excel at 

capturing intricate feature interactions [10], and Lin et al. show that graph neural net-

works (GNNs) are particularly adept at modeling the structure of transportation net-

works [11]. Additionally, AmconSoft underscores the value of Recurrent Neural Net-

works (RNNs) and attention mechanisms for capturing dynamic demand patterns [12]. 

Large language models (LLMs) have also emerged as powerful tools in this domain. 

Wu et al. highlight their strengths in semantic understanding and knowledge represen-

tation, which can effectively address cold-start problems in recommendations [13]. Liu 

et al. provide a classification of LLM-enhanced systems, noting their growing applica-

tion in logistics [14]. Models like Yue et al.’s LlamaRec and Zhang et al.’s InstructRec 

demonstrate enhanced capabilities for complex matching tasks and improved user in-

teraction [15].  

While Deep & Cross Network version 3 (DCNv3) is effective for tasks like Click-

Through Rate (CTR) prediction by learning complex feature interactions, it often faces 

limitations in cold-start recommendation scenarios compared to Large Language Mod-

els (LLMs). This disparity arises from fundamental differences in data dependency, 

feature utilization, knowledge leveraging, and interpretability. DCNv3 heavily relies 

on historical user-item interaction data to model preferences. In cold-start situations 

(new users or items), the scarcity of this interaction data severely restricts its predictive 

power, leading to sparse feature representations and potentially inaccurate recommen-

dations based only on limited signals like basic categories or demographics. 

Conversely, LLMs leverage vast amounts of pre-trained knowledge derived from 

extensive text corpora. They can effectively process rich, unstructured textual infor-

mation, such as item descriptions or user-provided interests [16]. This enables LLMs 

to infer preferences and generate relevant recommendations even with minimal or no 

interaction history, demonstrating strong performance in zero-shot or few-shot settings, 

particularly for preferences expressed through language [17]. LLMs utilize their em-

bedded world knowledge and semantic understanding to generalize more effectively to 

new entities [18]. Furthermore, LLMs excel in interpretability by generating natural 

language explanations for their recommendations (e.g., "Recommended because it 

aligns with your interest in efficient supply chains"), significantly enhancing user trust 

and acceptance—a crucial factor in cold-start contexts where user confidence may be 

low. DCNv3, lacking this inherent explanatory capability and pre-trained knowledge 
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base, struggles to provide similarly convincing or detailed justifications, often relying 

on abstract feature importance metrics that are less effective with sparse cold-start data. 

we propose a recommendation system that synergistically integrates DCNv3 with a 

large language model for LTL logistics. Our approach employs an initial three-stage 

joint training strategy for the DCNv3 model and the LLM using the LTL dataset. Sub-

sequently, we introduce a specifically designed alignment framework to harmonize the 

trained DCN model with the LLM. This framework utilizes the DCN model's predic-

tions to assess sample complexity, enabling the LLM to be strategically employed for 

ethical issue filtering and handling challenging cold-start recommendations. The final 

recommendations are generated by merging the outputs of both models. 

Our main contributions can be summarized as follows: 

1.  We demonstrate the superior performance of Large Language Models (LLMs) 

compared to Deep & Cross Network version 3 (DCNv3) in addressing cold-start chal-

lenges within complex feature environments characteristic of LTL logistics recommen-

dations. 

2.  We propose a novel hybrid recommendation system for LTL logistics that inte-

grates DCNv3 and LLMs via a tailored alignment framework. This system enhances 

DCNv3's cold-start capabilities through interaction learning and incorporates LLM-

driven filtering for ethical considerations. 

3.  Through extensive experiments, we validate the proposed hybrid system, showing 

significant advantages in recommendation accuracy and effectiveness, particularly for 

cold-start users and items within the LTL logistics domain. 

2 Related Work 

2.1 LLMs Recommendation 

Recent advancements in leveraging large language models (LLMs) for recommen-

dation systems have explored diverse architectural and methodological innovations. 

LlamaRec [19] introduced a dual-phase framework that combines user behavioral his-

tories with candidate item embeddings, employing LLMs to synthesize probabilistic 

inference models for accelerated decision-making. This approach emphasizes effi-

ciency optimization during real-time recommendation scenarios. Meanwhile, RecMind 

[20] pioneered an agent-based paradigm powered by LLMs, enabling dynamic task de-

composition and tool-augmented reasoning to deliver context-aware personalized sug-

gestions. Concurrently, RecRec [21] developed a modular architecture for editable rec-

ommendation workflows, while P5 [22] established a holistic framework unifying pre-

training protocols, customizable prompting mechanisms, and multi-task prediction, 

showcasing LLMs' adaptability in zero-shot recommendation generalization across do-

mains. 

The integration of heterogeneous data modalities has further expanded LLM capa-

bilities in recommendation contexts. MLLM4Rec [23] demonstrated significant perfor-

mance gains by fusing textual, visual, and structured metadata through cross-modal 

alignment techniques, particularly enhancing content-based recommendation accuracy. 
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To optimize LLM deployment strategies, ProLLM4Rec [24] systematically investi-

gated prompt templating and knowledge distillation methods, whereas TALLRec [25] 

devised parameter-efficient fine-tuning protocols using adapter layers and task-specific 

prefix tuning. These approaches address critical challenges in balancing model custom-

ization with computational overhead. On the evaluation frontier, iEvaLM [26] formu-

lated a multi-dimensional assessment framework incorporating interactive simulation 

environments and bias detection metrics, advancing the scrutiny of LLM-based recom-

menders in terms of ethical alignment and operational robustness. Collectively, these 

studies illuminate multiple dimensions of LLM application—from candidate screening 

and adaptive personalization to explainable re-ranking—while addressing practical 

considerations in system scalability, multimodal processing, and ethical compliance. 

2.2 Logistics Recommendation 

The application of recommendation systems in logistics optimization has seen grad-

ual methodological evolution, with foundational work by Li et al. [27] establishing col-

laborative filtering (CF) as a viable paradigm for cargo routing and carrier selection. 

Their CF-based framework addressed sparse logistics data challenges by leveraging 

historical shipment patterns and service provider reliability metrics. Building on this, 

Liu et al. [28] advanced dynamic updating mechanisms for CF models, enabling incre-

mental adaptation to fluctuating freight demand and real-time carrier availability—a 

critical enhancement for time-sensitive logistics operations. Despite these innovations, 

contemporary research in this domain remains predominantly anchored to conventional 

recommendation architectures, with limited exploration of neural or LLM-driven ap-

proaches. 

Current methodologies continue to prioritize neighborhood-based similarity calcula-

tions and matrix factorization techniques, reflecting the field’s cautious adoption of 

modern machine learning paradigms [29]. This algorithmic conservatism stems from 

logistical constraints such as heterogeneous data granularity (e.g., multimodal shipment 

records, geospatial constraints) and the need for interpretable decision outputs in supply 

chain management. While recent studies have optimized traditional CF variants for 

cold-start carrier scenarios or multi-objective route recommendations, transformative 

integration of deep learning or hybrid recommendation architectures—commonplace 

in e-commerce or content platforms—remains conspicuously underdeveloped in logis-

tics-centric systems. 

3 Methods 

The proposed recommendation system integrates the Deep Cross Network version 3 

(DCNv3) with Large Language Models (LLMs) to address the vehicle-cargo matching 

problem in less-than-truckload (LTL) logistics, formulated as a click-through rate 

(CTR) prediction task. The DCNv3 model comprises two sub-networks: the Linear 

Cross Network (LCN) and the Exponential Cross Network (ECN), designed to capture 

low-order and high-order feature interactions, respectively. To enhance robustness, a 

self-masking mechanisma filters noise, reducing model parameters and improving 

computational efficiency. 
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Large Language Models enhance the system by improving domain adaptability, rec-

ommendation accuracy, and interpretability. Through fine-tuning and alignment, LLMs 

generate natural language explanations for recommendations, increasing user trust. 

They also enable conversational interactions, handle feedback, and mitigate cold-start 

issues by leveraging generalization capabilities. 

 

Fig. 1. Flowchart of the LTL Vehicle-Cargo Matching Recommendation System. 

The dataset is defined as 𝒟 = {(𝑥𝑖 , 𝑦𝑖)}𝑖=1
𝑚  ,where  𝑥𝑖 ∈ ℝ𝑑 represents categorical 

features (e.g., project ID, user history) encoded via one-hot encoding, and 𝑦𝑖 ∈ {0,1} 

indicates whether a cargo (user) selects a vehicle (item). The prediction task is modeled 

as: 

 𝑦̂𝑖 = 𝑓(𝑥𝑖 ; 𝜃), 𝑦̂𝑖 ∈ [0,1] (1) 

where 𝑓(𝑥𝑖; 𝜃)is the recommendation model parameterized by 𝜃, and 𝑦̂𝑖 is the pre-

dicted matching probability. 

To address cold-start challenges and decision boundary drift between DCNv3 and 

LLMs, we propose a framework that aligns their outputs through modality transfor-

mation and confidence-weighted fusion. The DCNv3 model processes multi-field cat-

egorical inputs, with LCN and ECN outputs defined as: 

 ℎ𝐿𝐶𝑁
(𝑙)

= ℎ𝐿𝐶𝑁
(𝑙−1)

+ Linear(𝑥 ⋅ 𝑊𝐿𝐶𝑁
(𝑙)

+ 𝑏𝐿𝐶𝑁
(𝑙)

), 𝑙 = 1, … (2) 

 ℎ𝐸𝐶𝑁
(𝑙)

= ReLU(ℎ𝐸𝐶𝑁
(𝑙−1)

⋅ 𝑊𝐸𝐶𝑁
(𝑙)

+ 𝑏𝐸𝐶𝑁
(𝑙)

) ⋅ 𝑥, 𝑙 = 1, … (3) 

where 𝑊𝐿𝐶𝑁
(𝑙)

,  𝑊𝐸𝐶𝑁
(𝑙)

∈ ℝ𝑑×𝑑 and  𝑏𝐿𝐶𝑁
(𝑙)

, 𝑏𝐸𝐶𝑁
(𝑙)

∈ ℝ𝑑 are learnable parameters, and 𝑥 is 

the input feature vector. The final DCNv3 prediction combines both sub-networks: 

 𝒚̂𝐷𝐶𝑁 = 𝜎(Concat(ℎ𝐿𝐶𝑁
(𝐿)

, ℎ𝐸𝐶𝑁
(𝐿)

) ⋅ 𝑊𝑜𝑢𝑡 + 𝑏𝑜𝑢𝑡) (4) 
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where 𝜎(⋅) is the sigmoid function, and 𝑊𝑜𝑢𝑡 ∈ ℝ𝟐𝒅×1, 𝑏𝑜𝑢𝑡 ∈ ℝ are output layer 

parameters. 

The LLM output is: 

 𝑦̂𝐿𝐿𝑀 = 𝑔(𝑥prompt; 𝜙), 𝑦̂𝐿𝐿𝑀 ∈ [0,1] (5) 

where 𝑔(𝑥prompt; 𝜙)is the LLM parameterized by 𝜙, and 𝑥prompt is the textual in-

put.  

To address challenges like cold-start problems and decision boundary drift between 

DCNv3 and LLMs, an alignment framework is implemented using a confidence-

weighted fusion mechanism. In cold-start scenarios—where new cargos or vehicles 

lack historical data—the LLM's generalization capabilities infer potential matches by 

drawing on similarities with existing data, compensating for the DCNv3's reliance on 

historical patterns. Decision boundary drift, where the two models might produce in-

consistent predictions due to differing classification thresholds, is mitigated by com-

bining their outputs into a unified prediction: 

 𝑦̂ = 𝛼 ⋅ 𝑦̂𝐿𝐿𝑀 + (1 − 𝛼) ⋅ 𝑦̂𝐷𝐶𝑁 (6) 

where 𝛼 ∈ [0,1] is a learnable confidence weight optimized via: 

 𝛼 = 𝜎(𝑊𝛼 ⋅ Concat(𝑦̂𝐿𝐿𝑀 , 𝑦̂𝐷𝐶𝑁) + 𝑏𝛼) (7) 

with𝑊𝛼 ∈ ℝ2×1 and 𝑏𝛼 ∈ ℝ. The model is trained to minimize the Tri-BCE loss: 

 ℒ = 𝜆1 ⋅ BCE(𝑦̂𝐿𝐶𝑁, 𝑦) + 𝜆2 ⋅ BCE(𝑦̂𝐸𝐶𝑁 , 𝑦) + 𝜆3 ⋅ BCE(𝑦̂, 𝑦) (8) 

where 𝜆1, 𝜆2, 𝜆3 ∈ [0,1]are hyperparameters balancing sub-network contributions, 

and BCE(𝑦̂𝐸𝐶𝑁 , 𝑦) is the binary cross-entropy loss. 

In addition, to address the ethical and moral issues between different goods during 

vehicle - cargo matching, we have introduced a moral rating system into the recom-

mendation system.  

The basic ethical filtering mechanism adjusts the original recommendation probabil-

ity 𝑦̂ using an ethical score e, producing a final probability 𝑦̂′: 

 𝑦̂′ = 𝑦̂ × (1 − 𝜆) + 𝑒 × 𝜆  (9) 

where:  

• 𝑦̂ ∈ [0,1]: Original recommendation probability from the hybrid model. 

• 𝑒 ∈ [0,1]: Ethical score generated by the LLM.  

• 𝜆 ∈ [0,1]: Hyperparameter controlling the ethical influence. For scenarios requir-

ing amplified ethical impact, a nonlinear adjustment can be applied: 

 𝑦̂′ = 𝑦̂ × (1 − 𝜆 ⋅ 𝑒𝛼) + 𝑒 × (𝜆 ⋅ 𝑒𝛼) (10) 

where 𝛼 adjusts the curvature of the ethical influence. 
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4 Experiments 

4.1 Experiment Setup 

Our experimental framework evaluates diverse algorithmic paradigms for LTL 

freight coordination, encompassing classical, hybrid, and language model-enhanced ar-

chitectures. The collaborative filtering (CF) baseline operates through latent factor de-

composition of historical shipment interactions. FiBiNET introduces dynamic feature 

recalibration via bilinear fusion layers, while AutoInt employs self-attention mecha-

nisms to model implicit cross-feature dependencies. DeepFM combines wide linear 

projections with deep neural pathways for joint low/high-order interaction modeling, 

and DCNv3 enhances feature crossing efficiency through compressed hierarchical 

cross-networks optimized for industrial deployment. 

The LLM-driven approaches include TALLRec, which adapts the LLaMA-7B foun-

dation model via resource-aware LoRA tuning for few-shot logistics recommendations, 

and P5, a unified framework integrating pretraining, personalization prompts, and 

multi-task prediction. Our proposed architecture innovates with temporal-geospatial fu-

sion modules and adaptive curriculum learning to address dynamic freight matching 

constraints. 

All experiments were conducted on a system running Ubuntu 9.1.0 with an Intel® 

Xeon® CPU, an NVIDIA GeForce GTX 4090 GPU, and 24 GB of memory. 

4.2 Comparison with Other Methods 

 

Fig. 2. Compare with other models. 

To evaluate robustness under sparse-data conditions, we benchmarked multiple rec-

ommendation architectures against our proposed framework in partial-load logistics 

coordination. As shown in Table 1, traditional collaborative filtering (CF) methods 

achieved limited effectiveness (AUC: 0.581, ACC: 0.253), reflecting their inherent re-

liance on dense interaction patterns. Factorization-enhanced models exhibited moderate 
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improvements, with DCNv3 attaining 0.552 AUC and 0.242 ACC through cross-fea-

ture learning, while DeepFM underperformed at 0.539 AUC/0.221 ACC due to insuf-

ficient behavioral data for neural component optimization. 

Feature-interaction architectures demonstrated incremental gains—FiBiNET (0.548 

AUC) and AutoInt (0.550 AUC) outperformed CF by 4.6–5.2% in ranking metrics but 

remained constrained by sparse feature representations. The LLM-enhanced TALLRec 

framework showed notable resilience (0.599 AUC, 0.281 ACC), leveraging semantic 

reasoning to mitigate data scarcity. Our approach achieved superior performance (0.601 

AUC, 0.285 ACC), demonstrating 8.9% and 17.8% relative improvements over DCNv3 

in ranking and classification metrics, respectively. Compared to conventional CF base-

lines, these results translate to 3.4% and 12.6% enhancements, validating the efficacy 

of hybrid neural-symbolic modeling in cold-start logistics coordination. 

Table 1. Cold Start Condition Recommendation Performance Comparison. 

Model AUC ACC 

CF 0.581 0.253 

FiBiNET 0.548 0.239 

AutoInt 0.550 0.238 

DCNv3 0.552 0.242 

DeepFM 0.539 0.221 

TALLRec 0.599 0.281 

P5 0.598 0.282 

Ours 0.601 0.285 

To assess recommendation efficacy under typical partial-load freight coordination 

conditions, we conducted comparative evaluations across multiple architectures. As 

summarized in Table 2, conventional collaborative filtering (CF) methods achieved 

baseline performance (AUC: 0.733, ACC: 0.681), constrained by their inability to 

model complex multimodal logistics patterns. Feature interaction architectures exhib-

ited progressive enhancements—FiBiNET attained 0.751 AUC through dynamic fea-

ture importance weighting, while AutoInt’s self-attention mechanisms yielded 0.753 

AUC, demonstrating 2.7–2.9% improvements over CF in ranking precision. 

Deep hybrid models further advanced performance metrics: DCNv3 achieved 0.756 

AUC via hierarchical feature crossing, outperforming CF by 3.1%, while DeepFM’s 

joint wide-deep architecture attained 0.748 AUC. Language model-enhanced frame-

works demonstrated competitive results, with TALLRec (0.758 AUC) and P5 (0.760 

AUC) leveraging semantic pattern recognition for marginal gains. Our framework 

achieved state-of-the-art performance (0.765 AUC, 0.706 ACC), delivering 1.2% and 

2.5% enhancements over DCNv3 in ranking and classification fidelity, respectively. 

Compared to industry-standard CF implementations, these results represent 4.4% and 

3.7% absolute improvements, validating the architecture’s capacity to decode intricate 

logistics relationships in high-density operational environments. 
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Table 2. Recommendation Performance Comparison under Logistics Dataset Conditions. 

Model AUC ACC 

CF 0.733 0.681 

FiBiNET 0.751 0.685 

AutoInt 0.753 0.688 

DCNv3 0.756 0.689 

DeepFM 0.748 0.676 

TALLRec 0.758 0.693 

P5 0.760 0.692 

Ours 0.765 0.706 

4.3 Experimental study on ethics and morality 

The ethical evaluation of recommendation systems reveals significant architectural 

dependencies in moral decision-making capabilities. As quantified in Table 3, conven-

tional collaborative filtering (CF) methods exhibit limited ethical compliance (36.1%), 

primarily due to their propensity to amplify historical biases embedded in logistics 

transaction records. Factorization-enhanced models demonstrated moderate improve-

ments—DCNv3 achieved 41.6% compliance through regulated feature interactions, 

while DeepFM's lower performance (38.8%) suggests neural components may inad-

vertently learn discriminatory patterns from sparse data. 

Feature-interaction architectures (FiBiNET: 41.0%, AutoInt: 40.3%) showed negli-

gible ethical advantages over CF, indicating their focus on predictive accuracy over 

moral constraints. In contrast, LLM-enhanced frameworks exhibited transformative po-

tential: TALLRec attained 65.7% compliance by contextualizing recommendations 

through semantic safety checks, while P5's 69.4% performance highlights the value of 

pretrained ethical knowledge in language models. 

Our framework achieved industry-leading ethical compliance (83.2%), representing 

126% and 25% relative improvements over CF and TALLRec respectively. 

Table 3. Ethical Compliance Evaluation of Recommendation Systems. 

Model Ethical Compliance Rate (%) 

CF 0.361 

FiBiNET 0.410 

AutoInt 0.403 

DCNv3 0.416 

DeepFM 0.388 

TALLRec 0.657 

P5 0.694 

Ours 0.832 
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4.4 Ablation Study 

The ablation study results presented in Table 4 offer insights into the performance 

contributions of the various components of the DCNLLM model under the conditions 

of the logistics dataset. The complete DCNLLM model achieves the highest perfor-

mance, with an AUC value of 0.765 and an accuracy (ACC) of 0.706, thereby demon-

strating the effectiveness of its integrated architecture. The removal of LLM alignment 

from the DCNLLM model results in a slight performance degradation, with an AUC of 

0.759 and an ACC of 0.693, indicating that LLM alignment provides a modest contri-

bution to the model's predictive capability. The baseline model, DCNV3, yields an 

AUC of 0.756 and an ACC of 0.689, suggesting that the additional components in 

DCNLLM offer marginal improvements. Furthermore, the exclusion of the Tri-BCE 

loss from DCNV3 leads to the lowest performance, with an AUC of 0.748 and an ACC 

of 0.681, thereby underscoring the importance of the Tri-BCE loss in enhancing model 

robustness. Collectively, these results highlight that each component, particularly LLM 

alignment and the Tri-BCE loss, plays a critical role in optimizing the model's perfor-

mance on the logistics dataset. 

Table 4. Ablation Study Comparison under Logistics Dataset Conditions. 

Model AUC ACC 

Full Model (DCNLLM) 0.765 0.706 

DCNLLM without LLM Alignment 0.759 0.693 

DCNV3 0.756 0.689 

DCNV3 without Tri-BCE Loss 0.748 0.681 

 

5 Conclusions 

This research addresses the dynamic resource allocation challenge in partial-load 

logistics networks through a hybrid intelligence framework synergizing industrial-

grade recommendation architectures with semantic-aware language models. The pro-

posed system demonstrates marked improvements over conventional approaches when 

resolving freight-carrier pairing optimization under sparse-data conditions, particularly 

excelling in scenarios requiring rapid adaptation to new transportation corridors or 

emergent service providers. 

Architecturally, the solution innovates through a dual-stream fusion mechanism: 

One branch leverages DCNv3's multi-granular feature crossing capabilities optimized 

for high-dimensional industrial data, while the other harnesses LLMs' contextual rea-

soning to decode implicit requirements from unstructured logistics records. A novel 

cross-modal attention layer dynamically calibrates feature representations between nu-

merical operation patterns and textual-semantic embeddings, enabling robust decision-

making amidst heterogeneous data inputs and evolving market constraints. 

20/1244

DCNLLMs: Deep CTR Prediction with LLMs for En-hanced LTL Freight Matching

Chunhu Bian1 et al.



 

 

 

2025 International Conference on Intelligent Computing 

July 26-29, Ningbo, China 

https://www.ic-icc.cn/2025/index.php 

 

Future extensions could investigate three strategic enhancements: 1) Developing do-

main-specific LLM pretraining protocols using logistics corpora to strengthen semantic 

alignment 2) Implementing adaptive knowledge distillation between the DCNv3 and 

LLM components to reduce computational overhead 3) Expanding the framework's ap-

plicability to multimodal supply chain coordination tasks through temporal-spatial 

graph representations. Subsequent validation across diverse operational ecosystems—

including cross-border logistics and perishable goods networks—could further estab-

lish the paradigm's versatility in next-generation intelligent transportation systems. 
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Abstract. As a fundamental task of intelligent transportation systems, traffic pre-

diction aims to forecast traffic time series in road networks based on historical 

observation data to support upper-level applications. Although deep learning 

models have performed well in this field in recent years, their architectures have 

become increasingly complex and less efficient and lack sufficient modelling of 

the intrinsic features of traffic data over time. In this paper, we focus on the spe-

cial periodicity of traffic data and propose a novel model called DAE-FAN, 

which designs a dual adaptive embedding mechanism consisting of feature, peri-

odicity, and spatial embedding. Employing self-supervised learning, the combi-

nation of these embedding matrices can autonomously represent the periodic 

changes in traffic features and spatial patterns. In addition, we introduce the Fou-

rier principle to construct the Fourier neural network to enhance the capability of 

modelling periodicity. Extensive experiments on four large public traffic datasets 

demonstrate the superior performance and efficiency of DAE-FAN with its sim-

pler structure compared to current traffic prediction models, providing a promis-

ing direction for efficiently solving traffic prediction challenges. 

Keywords: Traffic Prediction, Adaptive Embedding, Fourier Principle. 

1 Introduction 

Traffic prediction aims to predict traffic time series in road networks based on historical 

observations. As a foundational task of intelligent transportation systems, traffic pre-

diction supports a large number of upper-layer applications in transportation scenarios, 

such as congestion warning, route planning, and location services. In recent years, deep 

learning models have become powerful tools for traffic prediction, among which spa-

tio-temporal graph neural networks (STGNNs) and Transformer-based models have 

dominated because of their outstanding performance. Researchers have invested signif-

icant effort in developing various features for these models, such as graph convolution 

operations, dynamic graph structure learning mechanisms, and attention modules. 

However, traffic model architectures are continuously becoming complex and ineffi-

cient, with diminishing performance gains. Moreover, most of these approaches focus 

on modelling the relationships between individual nodes in the STGNN [1], ignoring 

the significance of the intrinsic features in the traffic data that change over time. 
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To illustrate our focus, Fig. 1(a) visualises the traffic flow of two sensors in a widely 

used traffic prediction benchmarking dataset (PEMS04) over one week. Clearly, the 

traffic data exhibit a unique daily periodic pattern. As shown in Fig. 1(b), sensors 7 and 

207 display distinct peaks and valleys during weekdays, while in Fig. 1(c), the traffic 

flow during the non-weekdays is relatively smooth. These unique daily periodic pat-

terns are arranged within a week, constituting the weekly periodic pattern. In addition, 

because of the spatial heterogeneity of the sensors, each sensor has unique feature pat-

terns within periods, and these periods overlap and interact. Yet, most existing models 

still lack sufficient modelling in this regard [2]. 

 

 
(a) Traffic flow of sensors 7 and 207 in PEMS04 over the week 

 
(b) Significant trend during the weekday 

 
(c) Smooth trend during the non-weekday 

Fig. 1. Examples of traffic data with special periodicity 

In light of this, we focus on the special periodic characteristics of traffic data. Rather 

than develop more complex model architectures, our research aims to explore more 

efficient data representation and introduce appropriate methods into simple network 

models to mitigate this problem. 

Specifically, we design a novel dual adaptive embedding (DAE) mechanism. Unlike 

conventional traffic prediction models relying on predefined graph structure data, our 

approach uses self-supervised learning to automatically extract discriminative embed-

dings from traffic feature sequences and additional temporal context. The resulting fea-

ture, spatial, and periodicity embeddings are integrated into a pair of embeddings that 

represent periodic changes in traffic features and spatial patterns, respectively. This 

integration allows the model’s encoder to utilise rich contextual information, eliminat-

ing the need for extra representation extraction steps during training. In addition, to 

improve the coding ability for modelling periodicity, we introduce the Fourier principle 

into the model network and form our Fourier analysis network (FAN). Experimental 
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results on four large publicly available traffic datasets show that our proposed DAE-

FAN achieves competitive prediction performance with previous state-of-the-art 

(SOTA) models in traffic prediction, with a simpler structure and higher computational 

efficiency. Moreover, the DAE-FAN model can support real-time traffic prediction 

even with limited computational resources. 

2 Preliminaries 

2.1 Problem Statement 

Traffic prediction aims to predict the traffic data 1:
outN D

t t TX 
+ +   for the next 'T  

time steps by training a model ( )F   with parameters  , based on the historical se-

quence 1:
inN D

t T tX 
− +   of the past T  time steps. This process can be expressed as 

follows: 

  ( )
1 1[ , , ] [ , , ]

F
t T t t t TX X X X




− + + + ⎯⎯⎯→  ,  (1) 

where t is the current time step, N  is the number of sensors in the traffic network, inD  

is the dimension of the input features, and outD  is the dimension of the output features. 

In this example, the dimension of the input features and that of the output features are 

1, representing traffic speed or traffic flow. 

2.2 Fourier Analysis 

At the core of the Fourier function is the decomposition of any function into linear 

combinations of sine and cosine functions of different frequencies, including non-peri-

odic functions via period expansions, revealing underlying periodic patterns within 

complex functions [3]. Mathematically, a function ( )f x  can be expressed through the 

Fourier series: 

 0

1

2 2
( ) cos sinn n

n

nx nx
f x a a b

T T

 

=

    
= + +    

    
 ,  (2) 

where T  is the period of the function; n  is the frequency component; and 0a , na , 
and nb  are determined by the integral of the function over one period: 

 0
0

1
( )

T

a f x dx
T

=  ,  (3)

   

 
0

1 2
( )cos

T

n

nx
a f x dx

T T

 
=  

 
 ,  (4) 

 
0

1 2
( )sin

T

n

nx
b f x dx

T T

 
=  

 
 .  (5) 

In this paper, we embed Fourier decomposition into the structure of the network 

because different combinations of frequencies can cover a variety of complex period 

25/1244



patterns, allowing the network to learn complex interactions based on frequency fea-

tures [4]. Specifically, a function ( ) : dx dyf x R R→ is fitted to the network, where dx  

and dy  denote the dimensions of x  and y , respectively, and the Fourier series ex-

pansion of the function is as follows: 

 

( ) ( )( )

0

1

( )
in in

0

1

( )
in in in

1 2 1 2

in in in
1 2 1 2

in

2 2
( ) cos sin

cos sin

[ , , , ]cos([ || || || ] )

[ , , , ]sin([ || || || ] )

cos( ) sin(

n n

n

N

c s
n n n n

n

c c c
n n

s s s
n n

c s

nx nx
f x a a b

T T

a w w x w w x

B w w w w w w x

w w w w w w x

B W W x W

 

=



=



    
+ +    

    

= + +

= +

+

= + +





in

( )

out in in

)

[cos( ) || sin( )],

W x

B W W x W x


= +

  (6) 

where in,y xd N dB W   , 2
out

yd NW   are all learnable parameters. [ || ]   and 

[ , ]  denote the concatenation along the first and second dimensions, respectively. In 

Equation (6), (I) follows the computation of na  and nb  in Equations (4) and (5), and 

(II) and (III) follow the equivalence of matrix operations. 

3 Methodology 

Fig. 2 illustrates the structure of the proposed DAE-FAN model. The following subsec-

tions describe each module in detail. 

 

Fig. 2. The overview of the proposed DAE-FAN. 
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3.1 Embedding Layer 

Periodicity embedding. To capture the information about the period of the traffic data, 

we apply additional time signals at time step t : time-in-day Tid
tX  and day-in-week 

Diw
tX , which are useful for the model to capture the temporal context information em-

bedded in the traffic data. 

Additionally, we apply two learnable embedding dictionaries: the time-in-day em-

bedding dictionary Tid dN DQ   and the day-in-week embedding dictionary 

Diw wN DQ  . These two embedding dictionaries use the inputs Tid
tX  and Diw

tX  as 

indices to retrieve the corresponding time-scale embeddings, i.e. the daily embedding 
Tid N D
tE   and the weekly embedding Diw N D

tE  . Through this approach, the 

two embedding dictionaries adaptively learn the internal representations of daily and 

weekly periodicities within the network, effectively differentiating the traffic pattern 

differences between weekends and weekdays. 

In our example, 288dN =  denotes the number of time slots in a day, 7wN =  de-

notes the number of days in a week, N  is the number of nodes, and D  is the hidden 

dimension. For the convenience of representation, we integrate the above two scales of 

embeddings ( Tid
tE  and Diw

tE ) through the concatenation operation Concat( )  and 

represent it as the periodic embedding P 2N D
tE  : 

 P Tid DiwConcat( , )t t tE E E= .  (7) 

Feature embedding. For the input feature sequence 1:
inN D

t T tX 
− +  , we apply a lin-

ear layer Linear( )  for encoding to retain the intrinsic information in the original data: 

 1:Linear( )F
t T ttE X − += .  (8) 

where F N D
tE   is the feature embedding. By combining the feature embedding 

with the periodicity embedding, we obtain the combined representation 3N D
tE   of 

traffic features over the period: 

 Concat( , )F P
t t tE E E= .  (9) 

Dual Embedding. Traffic flow data are characterised by the sequential flow of events 

and the cyclic nature of time, i.e., events at a node in a traffic road network usually 

affect its direct neighbouring nodes, resulting in the similarity of periods. Therefore, 

establishing the correlation between sequences is beneficial for the model to understand 

the internal relationships of the periodic changes in different traffic data. In this regard, 

instead of constructing a predefined or dynamic adjacency matrix as a graph for spatial 

relationship modelling, we create a shared adaptive spatial embedding S N DE  , 

which is initialised with the Xavier uniform initialisation and then treated as a model 

parameter. 
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We concatenate the spatial embedding with the periodicity embedding to obtain the 

combined representation of space over the period, denoted as Dual 3N D
tE  , and we 

refer to it as the dual embedding: 

 Dual PConcat( , )S
t tE E E= .  (10) 

3.2 FAN Block and Regression layer 

The Fourier analysis layer is based on the Fourier series formula in Equation (2). To 

appropriately express it as part of a neural network, we need to ensure that the features 

of its intermediate layers can be used for subsequent modelling. Moreover, as the depth 

of the model network increases, the Fourier analysis layer should be able to handle or 

represent more complex Fourier coefficients [5], enhancing the ability to model perio-

dicity. Based on the above principles, we decouple Equation (6) as follows: 

 ( ) out inf x f f x= ,  (11) 

where 

 in in( ) [cos( ) sin( )]inf x W x W x= ,  (12) 

 out( )outf x B W x= + .  (13) 

In the neural network, inf  and outf  are not applied sequentially but simultane-

ously. Therefore, the FAN layer ( )   can be expressed as follows: 

 ( ) [cos( ) sin( ) ( )]p p p px W x W x B W x  + ,  (14) 

where x pd d
pW  , x pd d

pW  , and pd
pB   are learnable parameters; pd  and 

pd  are hyperparameters, representing the first dimensions of pW  and pW , respec-

tively; 2( ) p pd dx +  is the output; and   denotes the activation function, which is 

set as the ReLU activation function in this example. 

Based on the FAN layer, we construct FAN blocks with residual connections to en-

code information. For the feature embedding tE , the l th FAN block can be expressed 

as follows: 

 1( ) Linear (Dropout( ( ) )) ( )l l l l l
t t tE E E+ = + .  (15) 

We also use the FAN block to encode the dual embedding Dual
tE . In this way, we 

obtain the encoded hidden representations ( )L
tE  and Dual( )L

tE . Subsequently, we fuse 

the two embeddings into the layernorm layer: 

 DualLayerNorm(( ) ( ) )L L
t t tH E E= + .  (16) 

Similarly, it then goes through the M  layer FAN block again for global coding to 

obtain 3( )M N D
tH  , which is fed into the regression layer for prediction: 

 1: Linear(( ) )M
t t T tY H+ + = ,  (17) 

where 1:
outN D

t t TY 
+ +   is the prediction. 
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4 Experimental Study 

4.1 Experimental Setup 

Datasets. We evaluated the performance of the DAE-FAN model on four major traffic 

prediction benchmarking datasets – PEMS-BAY, PEMS04, PEMS07, and PEMS08 – 

widely used in the traffic prediction research community. PEMS-BAY provides traffic 

speed information, and PEMS04, PEMS07, and PEMS08 provide traffic flow infor-

mation on the road network. Table 1 shows the details of these datasets. 

Table 1. Summary of traffic datasets. 

Dataset 
No. of 

Sensors 
No. of 

Records 
Interval 
(min) 

Time Range Location 

PEMS-BAY 325 52,116 5 01/2017–05/2017 San Francisco Bay Area 

PEMS04 307 16,992 5 01/2018–02/2018 California District 4 

PEMS07 883 28,224 5 05/2017–08/2017 California District 7 

PEMS08 170 17,856 5 07/2016–08/2016 California District 8 

Metrics. Following previous work, we adopted three widely used metrics to evaluate 

the performance of traffic prediction methods: mean absolute error (MAE), mean ab-

solute percentage error (MAPE), and root mean square error (RMSE): 

 
1

1
ˆ| |

n

i i

i

MAE y y
n =

= − ,  (18) 

 
1

ˆ1
100%

n
i i

ii

y y
MAPE

n y=

−
=  ,  (19) 

 2

1

1
ˆ( )

n

i i

i

RMSE y y
n =

= − ,  (20) 

where ˆiy  and iy  represent the predicted value and ground truth of traffic information 

at node i , respectively, and n  denotes the total number of nodes. MAE calculates the 

average absolute error between predictions and ground truth. RMSE weights larger er-

rors by squaring them before averaging. MAPE normalises errors by ground truth val-

ues as percentages. All metrics follow the principle that lower values indicate better 

performance. 

Implementation. We referred to previous work to divide the dataset and used a ratio 

of 7:1:2 for training, validation, and test sets for the PEMS-BAY dataset and 6:2:2 for 

the other datasets. We set the input length and prediction length to 1 h, i.e., 12T T = = , 

the number of layers in the Fourier analysis block was 3, the number of epochs was 

100, and Adam was used as the optimiser with a learning rate of 0.001, which was 

gradually reduced. For the PEMS-BAY, PEMS04 and PEMS08 datasets, we set the 
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embedding dimensions FE , TodE , DowE , and SE  in DAE-FAN to 36, and for the 

PEMS07 dataset, which has more nodes, we set these embedding dimensions to 72. The 

proposed model was implemented with Pytorch 2.1.1 on an NVIDIA RTX 4080Ti 

GPU. All experiments were conducted on the BasicTS platform for fair and consistent 

comparisons [6]. 

Baselines. In this study, we compare our proposed method with several widely used 

baselines in the field. We use HI [7] as a traditional benchmark, which reflects standard 

industry practices. We also consider STGNNs such as spatio-temporal graph convolu-

tional networks (STGCN, [8]), DCRNN [9], GWNet [10], DGCRN [11], MTGNN [12], 

and AGCRN [13], in which GWNet, DGCRN, MTGNN, and AGCRN construct spatial 

dependencies in transportation road networks through adaptive learning of adjacency 

matrix. In addition, we selected special methods, such as STNorm [14], which under-

stand the spatio-temporal relationship by decomposing the high- and low-frequency 

components of traffic data. In addition, STID [15] mitigates the indistinguishability of 

the samples in spatial and temporal dimensions by adding spatial and periodic embed-

dings to the inputs. We also selected some Transformer-based models focusing on traf-

fic prediction, such as GMAN [16], STAEformer [17], and D2STGNN [18]. In terms 

of data representation, GMAN incorporates spatial and temporal embeddings, STAE-

former modifies the spatial embedding to a spatio-temporal embedding, and D2STGNN 

decomposes the diffusion signal in the estimate gate using two temporal embeddings, 

a source node embedding, and a target node embedding. These embedding matrices are 

learnable parameters. 

4.2 Performance study 

In this section, we evaluate the performance of the proposed DAE-FAN. Table 2 shows 

the model performance on the PEMS-BAY, PEMS04, PEMS07, and PEMS08 datasets, 

where the best results are in bold, and the second-best results are underlined. Overall, 

models that adaptively learn spatial dependencies using spatial embedding techniques 

generally outperform models that construct spatial dependencies based on adjacency 

matrices. At the architectural level, Transformer-based models outperform STGNNs, 

and this advantage stems from the stronger ability to capture complex spatio-temporal 

relationships by the self-attention mechanism. 

Specifically, for the PEMS-BAY dataset, DAE-FAN outperforms other models in 

all metrics. Compared with the second-best model, it improves by 1.92%, 0.86%, and 

0.28% in terms of MAE, MAPE, and RMSE, respectively. For the PEMS04, PEMS07 

and PEMS08 datasets, DAE-FAN shows comparable performance to STAEformer in 

the MSE and MAPE and achieves an overall advantage in the metrics, with improve-

ments of 1.88%, 0.79%, and 0.26%, respectively, over the second-best model. This 

suggests that DAE-FAN performs well in terms of reduced extreme errors and better 

overall prediction stability. Overall, DAE-FAN achieves competitive results in terms 

of performance compared to other SOTA models; moreover, our proposed method is 

simpler and more efficient. 
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Table 2. Comparative performance analysis of models on PEMS datasets. 

Model 
PEMS-BAY PEMS04 PEMS07 PEMS08 

MAE MAPE RMSE MAE MAPE RMSE MAE MAPE RMSE MAE MAPE RMSE 

HI 6.83 16.83 14.81 38.32 28.17 56.83 45.74 21.86 67.98 32.86 20.49 47.94 

STGCN 1.69 3.81 3.80 19.67 13.44 31.36 22.17 9.58 35.58 16.35 10.68 25.63 

DCRNN 1.59 3.59 3.68 19.55 13.31 31.10 21.16 9.07 34.11 15.24 9.76 24.25 

GWNet 1.58 3.50 3.65 19.01 13.40 30.43 20.29 8.67 33.21 14.64 9.28 23.60 

DGCRN 1.60 3.59 3.74 19.19 14.15 30.57 20.43 8.81 33.47 14.97 10.13 23.90 

MTGNN 1.58 3.54 3.67 19.31 13.46 31.12 20.54 9.30 34.07 15.45 10.02 24.43 

STNorm 1.60 3.57 3.71 19.09 13.25 31.75 20.43 8.73 33.93 15.46 10.39 25.23 

STAEformer 1.57 3.53 3.58 18.21 12.18 30.38 19.26 7.94 33.25 13.40 8.74 23.33 

D2STGNN 1.56 3.49 3.59 18.64 13.11 30.00 19.56 8.31 32.77 14.16 9.21 23.44 

AGCRN 1.61 3.66 3.70 19.29 13.16 31.00 20.65 8.76 34.35 15.95 10.35 25.50 

GMAN 1.61 3.62 3.57 19.34 13.71 30.98 20.35 8.65 33.39 14.32 9.50 23.89 

STID 1.58 3.54 3.60 18.42 12.85 29.90 19.65 8.28 32.78 14.17 9.26 23.31 

DAE-FAN 1.53 3.46 3.56 18.27 12.42 29.81 19.21 8.02 32.51 14.05 9.14 23.27 

4.3 Efficiency Study 

In this section, we compare the efficiency of DAE-FAN with other learning methods 

based on all datasets. For a more intuitive and effective comparison, we compare the 

average training time required for each epoch of these models. The results are shown 

in Table 3. Transformer-based models such as STAEformer, D2STGNN, and GMAN 

require more computation time compared to other models because of their computa-

tional complexity, which usually grows quadratically with the length of the input time 

series, highlighting the impact of the attention mechanism on the computational re-

quirements for training. Second, because of their combined sequence model (e.g., 

RNN) and graph convolutional architecture, STGNNs result in significant time con-

sumed to implement their iterative approach for prediction and graph-to-graph message 

passing. DAE-FAN, although second only to STID, which has a pure multilayer per-

ceptron architecture in terms of training speed, still achieves a significant reduction in 

training time compared to the other models, demonstrating an efficient computational 

performance. 

Table 3. Training time (s) for each epoch of the models on four datasets. 

Method PEMS-BAY PEMS04 PEMS07 PEMS08 

STGCN 24.58 6.73 30.02 4.50 

DCRNN 83.63 21.92 154.79 13.70 

GWNet 40.92 11.12 68.04 7.30 

DGCRN 112.95 24.93 263.19 70.41 

MTGNN 16.34 4.72 28.43 3.05 

STNorm 19.24 5.26 31.81 3.07 

STAEformer 152.90 40.50 288.65 30.03 

D2STGNN 169.02 44.74 369.58 43.62 

AGCRN 36.67 10.17 55.44 6.99 

GMAN 125.78 37.65 238.91 39.63 

STID 3.16 1.30 3.26 0.87 

DAE-FAN 8.48 1.92 12.38 2.07 
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This analysis emphasises the advantages of DAE-FAN in terms of prediction accuracy 

and computational efficiency. DAE-FAN achieves comparable prediction accuracy to 

the traffic prediction SOTA model with a concise architecture and low computational 

resource consumption. It exhibits a balance between model complexity and prediction 

efficiency and provides a solution that takes into account both the technological fron-

tiers and engineering practicability in the field of traffic prediction and spatio-temporal 

data modelling. 

4.4 Ablation Study 

To validate the effectiveness of our proposed components, we set up three variants of 

DAE-FAN: w/o DualE  removes the dual embedding DualE ; w/o PE  removes the pe-

riodicity embedding PE ; w/o FAN replaces the FAN in the model with a fully con-

nected layer. We conducted experiments on the PEMS04 and PEMS07 datasets, and 

the results are shown in Fig. 3. The w/o DualE  performance degradation is significant, 

demonstrating that our proposed embedding effectively captures the spatio-temporal 

dependence of the traffic scene. The w/o PE  error rises, indicating the importance of 

capturing periodic patterns in traffic sequences for traffic prediction. In addition, re-

moving FAN from the model degrades the performance, especially in PEMS07 (which 

has more nodes), suggesting that FAN enhances the model for a more comprehensive 

understanding of the traffic data. 

Fig. 3. Model component analysis of DAE-FAN. 

4.5 Visualization 

To visualise and understand our proposed embedding representation, in this section, we 

use the t-SNE (t-distributed stochastic neighbour embedding) technique [19] to visual-

ise the model on the PEMS04 dataset and learn the adaptive embedding matrix
S N DE  , the embedding dictionary dTid N DQ  , and wDiw N DQ  . The results 

are shown in Fig. 4. 
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(a) Spatial embedding
SE  

 

(b) Embedding dictionary
TidQ  

 

(c) Embedding dictionary
DiwQ  

Fig. 4. Visualization of learned embedding. 

First, Fig. 4(a) indicates that different node embeddings learned by the model naturally 

form clusters, consistent with the knowledge that neighbouring node features tend to 

be similar in traffic road networks. Second, Fig. 4(b) visualises the embeddings of 288 

timestamps per day, and the adjacent timestamp features are highly correlated, con-

sistent with the continuity of temporal data. Finally, Fig. 4(c) indicates that significant 

separation occurs in the feature embeddings of weekdays and non-weekdays, which 

 alidates the effecti eness of the model’s abilit  to distinguish multi le  eriodic  at-

terns in traffic data. 

5 Conclusion 

In this study, we focus on the intrinsic periodicity of traffic data and propose the novel 

DAE-FAN. DAE-FAN can efficiently learn the feature patterns at each node within 

multiple periods using the Fourier principle to enhance periodic modelling. Extensive 

experiments were conducted on four open-source traffic datasets, demonstrating the 

dual advantages of DAE-FAN over other benchmark methods in performance and effi-

ciency. We believe DAE-FAN is promising for solving traffic prediction challenges 
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rather than being constrained to designing complex models. In future work, we will 

extend the method to other scenarios with periodic characteristics, as well as evaluate 

the performance on non-periodic datasets. 
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Abstract. Long-term time series forecasting remains challenging due to complex 

temporal dependencies, diverse data distributions, and computational inefficien-

cies with extended sequences. We propose CMTFormer, a novel architecture that 

addresses these limitations through multi-scale temporal modeling and contras-

tive learning. Our approach combines adaptive trend decomposition across mul-

tiple timescales with a representation learning framework that leverages self-at-

tention mechanisms and dilated convolutions. The proposed multi-scale trend de-

composition disentangles time series into interpretable components at varying 

resolutions, while the contrastive learning strategy enhances feature discrimina-

tion by differentiating between semantically related and unrelated temporal pat-

terns. Extensive experiments on six real-world benchmarks spanning energy, 

transportation, weather, finance, and public health domains demonstrate that 

CMTFormer consistently outperforms state-of-the-art forecasting models.  

Keywords: Long-term time series forecasting, Multi-scale temporal modeling, 

Contrastive learning, Self-attention 

 Introduction 

Time series forecasting plays a pivotal role across numerous domains, including energy 

consumption prediction, traffic flow analysis, weather forecasting, disease spread mod-

eling, and economic trend analysis. The ability to accurately predict future values based 

on historical observations enables critical decision-making processes in both industrial 

applications and scientific research [1,4]. Despite significant advances in deep, learning 

approaches for time series forecasting, several challenges remain particularly intracta-

ble: multi-scenario adaptability, long-range dependency modeling, and complex tem-

poral pattern extraction [12,14]. 

Multi-scenario forecasting requires models to generalize across diverse data distri-

butions and temporal patterns without scenario-specific fine-tuning [8]. Long sequence 

modeling demands efficient architectures that can capture dependencies spanning hun-

dreds or thousands of time steps without computational explosion or gradient vanishing 

issues [3,16]. Complex temporal dynamics, characterized by the interplay of trend, 
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seasonality, and stochastic components, further complicate the forecasting task by re-

quiring sophisticated decomposition mechanisms [5,12]. 

Traditional approaches like ARIMA and exponential smoothing methods [2] perform 

well on stationary data with clear patterns but struggle with non-linear relationships and 

long-term dependencies. Recent deep learning models have shown promising results 

but often require extensive data and suffer from efficiency issues when processing long 

sequences. These include: AutoCon [9], which models term variations across different 

windows in a self-supervised manner; TimesNet [11], which employs 2D tensor trans-

formation with frequency domain analysis; MICN [10], which utilizes inception blocks 

with multi-scale convolutions; PatchTST [7], a patch-based transformer; DLinear 

[13], a decomposition-based linear model; FiLM [15], which implements frequency-

informed learning; Nonstationary [6], which handles non-stationary series; and FED-

former [16], a frequency-enhanced decomposed transformer. 

In this paper, we introduce a novel forecasting framework that addresses these chal-

lenges through an innovative combination of contrastive learning and multi-scale de-

composition. Our approach leverages dilated convolutional encoders to efficiently ex-

tract hierarchical temporal features while employing series decomposition techniques 

to disentangle complex time series into interpretable components. The key contribu-

tions of our work include: 

─ A multi-scale trend decomposition mechanism that captures temporal patterns at var-

ying resolutions, enabling robust performance across diverse forecasting scenarios. 

─ An enhanced representation learning module incorporating self-attention mecha-

nisms that effectively models global dependencies in long sequences while main-

taining computational efficiency. 

─ A contrastive learning strategy that improves feature extraction by learning repre-

sentations that differentiate between related and unrelated temporal patterns. 

─ Comprehensive empirical validation across multiple real-world datasets spanning 

mechanical systems (ETT), energy consumption (Electricity), transportation net-

works (Traffic), meteorological conditions (Weather), financial markets (Exchange), 

and public health (ILI). 

 Methodology 

We introduce Contrastive Multi-scale Transformer (CMTFormer), a novel architecture 

designed to address the fundamental challenges in long-term time series forecasting. 

Our approach is motivated by two key observations: first, real-world time series contain 

patterns at multiple temporal scales that traditional models struggle to capture simulta-

neously; and second, effective representation learning is crucial for generalizing across 

diverse forecasting scenarios. CMTFormer tackles these challenges by integrating 

multi-scale decomposition with contrastive learning in a unified framework. 

As shown in Figure 1, our CMTFormer architecture incorporates multi-scale decom-

position and contrastive learning to enhance the representation learning for time series 

forecasting. 
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Fig. 1. Overall architecture of CMTFormer, integrating multi-scale decomposition and contras-

tive learning to enhance representation learning for time series forecasting. 

2.1 Problem Formulation 

Long-term time series forecasting presents unique challenges compared to short-

term prediction tasks. Given a multivariate time series �� 
L �<� �5�á� �6�á�ä�ä�ä�á� �Í �=�Ð�9�Í 
H�¼ 

with �6  timesteps and �% channels, we aim to predict future values �� 
L
�<� �Í �>�5�á� �Í �>�6�á�ä�ä�ä�á� �Í �>���=�Ð�9��
H�¼ over a potentially lengthy horizon �ì . We use a look-

back window of length �6�Ü�á to predict  �6�â�è�ç future steps, where �6�â�è�ç�( �s for long-term 

scenarios. 

 The central insight driving our approach is that time series naturally decompose into 

components operating at different frequencies: 

�� 
L �� �ç�å�Ø�á�×
E�� �æ�Ø�Ô�æ�â�á�Ô�ß�� �:�s�; 
 

This decomposition reflects the inherent structure of temporal data: low-frequency 

trends capture the overall direction, while high-frequency seasonal patterns represent 

recurring behaviors. By modeling these components separately yet jointly, we can bet-

ter capture the complex dynamics that drive future values. 

2.2 CMTFormer Architecture 

The CMTFormer architecture evolves from this multi-scale perspective, integrating 

four complementary components that work together to extract and leverage temporal 

patterns at different resolutions: 
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Data Normalization and Embedding. Real-world time series often exhibit non-sta-

tionarity, scale variations, and complex temporal dependencies. Before extracting 

meaningful patterns, we must address these challenges through appropriate normaliza-

tion: 

�� �á�â�å�à
L �è �:�� �Ü�á�; �:�t�; 
Our framework supports multiple normalization techniques that adapt to different 

data characteristics: 

─ ReVIN: �� �á�â�å�à
L
�� �Ô�Ù�?�� �:�� �Ô�Ù�;

�� �:�� �Ô�Ù�;�>�"
 addresses both mean shifting and variance scaling 

─ Mean Normalization: �� �á�â�å�à
L �� �Ü�á
F �ä�:�� �Ü�á�; removes trend components while 

preserving amplitude information 

─ LastVal Normalization: �� �á�â�å�à
L �� �Ü�á
F �� �Ü�á�>�ã�á
F�s�ã�á�ã�? focuses on relative changes 

from the most recent observation 

After normalization, we transform the data into a latent embedding space that cap-

tures both value information and temporal context: 

�ó
L �� �é�Ô�ß�� �á�â�å�à
E�� �ç�Ø�à�ã�� �à�Ô�å�Þ �:�u�; 

This embedding combines value information with temporal markers (e.g., hour of 

day, day of week), enabling the model to learn time-dependent patterns that respect the 

underlying temporal structure of the data. 

Multi-Scale Trend Decomposition. The core innovation of our approach lies in the 

multi-scale decomposition mechanism. Traditional forecasting models often apply a 

one-size-fits-all approach to temporal patterns, but real-world time series contain dy-

namics operating at different timescales simultaneously. Our multi-scale decomposi-

tion addresses this fundamental limitation. 

Adaptive Moving Average. We start with an adaptive moving average that learns to 

extract trend components: 

MA�:�� �á�G�; 
L Conv1D�:�� �á�� �Þ�; �„�:�s
E�Ù�Þ�; �:�v�; 

Unlike traditional moving averages with fixed weights, our approach learns the op-

timal kernel �� �Þ specifically for each dataset. The learnable parameter �Ù�Þ provides ad-

ditional flexibility, allowing the model to adjust the strength of the smoothing effect. 

This adaptivity is crucial for handling diverse time series with varying characteristics. 

Scale-Specific Decomposition.  Building on this foundation, we perform decomposition 

at multiple temporal scales. For each scale���O�Ü in our scale set �í 
L �<�O�5�á�O�6�á�ä�ä�ä�á�O�Æ�=, we 

extract trend and residual components:  

�� �ç�å�Ø�á�×
�:�Ü�; 
L MA�:�� �á�O�Ü
E�s�; �„�Ú�Ü �:�w�; 

�� �å�Ø�æ�Ü�×�è�Ô�ß
�:�Ü�; 
L �� 
F �� �ç�å�Ø�á�×

�:�Ü�; �:�x�; 
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Each scale captures patterns with different temporal extents - smaller scales identify 

rapid changes, while larger scales capture slower-evolving trends. The parameter �Ú�Ü 
learns the optimal contribution of each trend component, allowing the model to empha-

size the most relevant scales for each dataset. 

Multi-Scale Integration. After extracting scale-specific components, we intelligently 

integrate them to form a comprehensive representation: 

  

�� �ç�å�Ø�á�×
�Ö�â�à�Õ�Ü�á�Ø�×
L 
Í �S�Ü�„MLP�Ü
k�� �ç�å�Ø�á�×

�:�Ü�; 
o

�Æ

�Ü�@�5

�:�y�; 

The scale-specific MLPs transform each trend component into a representation 

space, while the attention-normalized weights �S�Ü(ensuring �Ã �S�Ü
L �s�Æ
�Ü�@�5 ) learn to em-

phasize the most informative scales. This integration mechanism adaptively combines 

information across temporal resolutions, allowing the model to capture both rapid fluc-

tuations and long-term patterns simultaneously. 

Self-Attention Enhanced Representation. While multi-scale decomposition provides 

a powerful foundation, effectively modeling long-range dependencies remains chal-

lenging. To address this, we enhance our representations with a combination of hierar-

chical convolutional processing and self-attention mechanisms. 

Hierarchical Feature Extraction. We first employ a series of dilated convolutions with 

exponentially increasing dilation rates: 

�ö�ß
L DilatedConv�ß�:�ö�ß�?�5�á�@�ß�; �:�z�; 

where �@�ß
L �t�ß�?�5 is the dilation rate at layer �H, and �ö�4 
L �ó. 
This hierarchical approach serves two crucial purposes: First, it efficiently expands 

the receptive field exponentially while maintaining linear computational complexity, 

allowing the model to capture long-range dependencies without excessive computation. 

Second, it creates a multi-resolution feature hierarchy where early layers capture local 

patterns while deeper layers integrate information across broader temporal contexts. 

Global Context Integration. To further enhance long-range modeling, we apply multi-

head self-attention to the hierarchical features: 

�ö�Ô�ç�ç
L MultiHeadAttention�:�ö�Å�á�ö�Å�á�ö�Å�; �:�{�; 

where: 

head�Ü
L Attention�:�ÿ�Ü�á�ù�Ü�á�� �Ü�; �:�s�r�; 
�ÿ�Ü�á�ù�Ü�á�� �Ü
L �ö�Å�� �Ü

�Ê�á�ö�Å�� �Ü
�Ä�á�ö�Å�� �Ü

�Ï �:�s�s�; 

Attention�:�ÿ�á�ù�á�� �; 
L softmax �F
�ÿ�ù�Í


¥�@�Þ

�G�� �:�s�t�; 
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Self-attention complements the hierarchical convolutional features by explicitly 

modeling relationships between any two timesteps, regardless of their distance. By 

computing attention across multiple heads, the model can simultaneously focus on dif-

ferent aspects of these temporal relationships, such as short-term correlations, periodic 

patterns, and long-term dependencies. 

The refined representations undergo further processing through residual connections 

and layer normalization: 

  
�� 
L LayerNorm
k�ö�Å
EDropout�:�ö�Ô�ç�ç�;
o �:�s�u�; 

followed by a position-wise feed-forward network for additional non-linear transfor-

mation: 

�� 
L LayerNorm �@�� 
EDropout
kFFN�:�� �;
o�A �:�s�v�; 

where FFN�:� �; 
L GELU�:� �� �5 
E�
 �5�;�� �6 
E�
 �6. 

This attention-enhanced representation captures both local patterns and global de-

pendencies, providing a solid foundation for accurate forecasting across diverse tem-

poral horizons. 

Forecasting Mechanism. With rich, multi-scale representations in hand, we transform 

them into accurate predictions through a carefully designed forecasting mechanism: 

Temporal Projection. First, we project from the input sequence length to the prediction 

horizon: 

�� 
L �� �� �ç�Ø�à�ã�Ð�9�¼
H�×�Ø�Ú�Ï�Ð�×
H�Í�Ú�à�ß �:�s�w�; 

This projection, parameterized by �� �ç�Ø�à�ã�Ð�9�Í �Ô�Ù
H�Í�Ú�à�ß, maps the input sequence rep-

resentations to the desired forecast horizon. By learning this mapping directly, the 

model can adapt to different prediction horizons and capture complex temporal rela-

tionships between past and future timesteps. 

Feature Projection. Next, channel-specific projections generate the final predictions: 

��
�0

�Ö
L MLP�Ö�:�� �Ö�; �Ð�9�Í�Ú�à�ß �:�s�x�; 

Using separate MLPs for each channel allows the model to capture channel-specific 

dynamics and dependencies, recognizing that different variables in multivariate time 

series often exhibit distinct behaviors. 

Finally, we return to the original data scale through denormalization: 

  

��
�0

�×�Ø�á�â�å�à
L �è �?�5
l��
�0

p �:�s�y�; 

This step ensures that our predictions align with the original scale of the data, making 

them directly interpretable and usable for downstream applications. 
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