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Abstract. Dialogue summarization aims to refine a dialogue into a concise and
focused summary of the text. Existing approaches select the most salient dialogue
content after topic division, but this often ignores the coherence of the dialogue
context and the tolerance of topic division. In this paper, we propose the Syntax-
and Topic-Aware Role (STAR) model, aimed at optimizing dialogue summary
through syntactic analysis and topic assignment. The STAR improves dialogue
summarization by accurately dividing dialogue topics and enhancing logical re-
lationships between utterances, ensuring comprehensive and contextually coher-
ent summarization. Specifically, STAR's topic-aware role performs semantics-
based topic segmentation, which assigns a topic to each utterance and considers
its significance and influence in the dialogue network. Meanwhile, its syntax-
aware role utilizes syntactic analysis to determine the syntactic importance of
each utterance in the dialogue context. Finally, we combine the two to guide the
model in generating summaries that more accurately identify key thematic ele-
ments in the dialogue and remain sensitive to contextual logic. Validation on
three public benchmark datasets, CSDS, MC, and SAMSUM, shows that our pro-
posed method outperforms the strong baseline. Further analysis shows that STAR
effectively improves the accuracy and quality of summarization. Our code is pub-
licly available at: https://anonymous.4open.science/r/STAR-B8BS/.

Keywords: Dialogue Summarization, Syntax-aware Role, Topic-aware Role,
Contextual Logic.

1 Introduction

In recent years, dialogue data has been growing rapidly in a number of domains such
as social media and customer service, leading to a growing problem of information
overload. Consequently, dialogue summarization techniques have become a key re-
search area, aiming at extracting core information from lengthy dialogues to
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Fig. 1. A case in the CSDS dataset, where the information highlighted in yellow adequately rep-
resents the entire dialogue. The dialogue contains two different topics. Topic #1 is the user's
query about when the product will be shipped, and Topic #2 is some daily communication terms,
which are useless information for the summary.

produce concise and accurate summaries. This technique has important applications in
customer service conversations, online chats, and meeting minutes.

Dialogues usually involve at least two or more characters, each with their own point
of view. Therefore, in addition to summarizing the entire dialogue, it is equally im-
portant to summarize the main content of each role [1,2]. Such processing not only
helps to capture the full picture of the dialogue but also reveals the perspectives and
motivations of each participant. However, the challenge significantly increases when
dealing with topic shifts within the dialogue [3,4]. Changes in the topic can lead to loss
of information or incomplete understanding. As illustrated in Fig. 1, effective summary
generation not only relies on the understanding of the overall dialogue context, but also
involves the identification and filtering of key topics to focus on the core information
in the key topics and maintain the logical order. We observe that topic #1 is mainly
centered around the query "product shipping time", while topic #2 has less impact on
the construction of the summary. While topic #1 is processed with the answer to the
customer's query about shipping time, the answer is interspersed with some auxiliary
information about the warehouse situation and non-critical solutions. This information,
while consistent in maintaining dialogue continuity, can be unnecessarily disruptive in
the quest for information density of the summary and accurate communication of key
information. This example highlights the significance of comprehensive modeling of
the individual discourses and topics in a dialogue.
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To address the above problem, we propose an innovative Syntax- and Topic-Aware
Role (STAR) model for role-oriented dialogue summarization tasks, which incorpo-
rates both syntactic and topic dimensions. Specifically, we design a strategy based on
syntactic-level operations that aims to accurately identify and emphasize sentences that
are closely related to the user's core query, while also taking into account the structure
of the entire dialogue. In addition, we adopt an unsupervised approach for evaluating
the importance of sentences in a given dialogue [5-7], thus effectively identifying the
key utterances and their core content across different topics in the dialogue. In the de-
coding stage of summary generation, our model integrates the properties of syntactic
analysis and topic relevance to significantly enhance the accuracy of information filter-
ing, and by effectively reweighting the information, it significantly improves the overall
quality of the dialogue summaries as well as its logical coherence. To effectively gen-
erate role-oriented summaries, our model employs role prompts to guide the generation
of specialized summaries for different characters. Furthermore, by incorporating role
prompts, our model can be easily extended to datasets featuring more than two speaking
roles.

To fully evaluate the performance of our proposed STAR model, we integrate it into
three different seq2seq architectures, PGN, BERT and BART, and conduct exhaustive
tests on three widely recognized dialogue summarization datasets, CSDS, MC and
SAMSUM. The experimental results fully demonstrate the effectiveness of the STAR
model in improving the performance of these seq2seq architectures on all three datasets.
It is worth mentioning that the STAR-based BART model achieves leading results on
the CSDS and MC datasets, and also demonstrates significant performance gains on the
SAMSUM dataset. Our STAR model is not only efficient but also has wide applicabil-
ity.

The main contributions of this paper are as follows:

— We propose an innovative Syntax- and Topic-Aware Role (STAR) model that
comprehensively analyzes syntactic structure and topic content, enabling the model to
more accurately identify key topical elements in dialogue while maintaining a keen
insight into contextual logic.

— Our STAR model is designed to be flexible and can be easily integrated into
existing seq2seq models by simply embedding between encoder and decoder.

— We outperform SOTA on the CSDS and MC datasets by fusing the BART and
STAR models, and have also realized significant performance improvements on the
SAMSUM dataset. In addition, our method exhibits significant optimization in pro-
cessing speed.

2 Related Work

2.1  Document Summarization

In recent years, the field of document summarization has attracted widespread attention,
with numerous researchers conducting extensive work and achieving significant re-
sults. [8] were the first to introduce the sequence-to-sequence (seq2seq) model with
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attention mechanism into the summarization domain. Subsequently, [9] innovatively
integrated the variational autoencoder into the seq2seq model, aiming to learn hidden
structural information. To overcome the limitations of vocabulary, [10] introduced a
pointer-generator network, incorporating an additional coverage mechanism into the
decoder. [11] proposed a method that selects appropriate content from the original doc-
ument as summary sentences under a reinforcement learning framework, achieving
more accurate abstractive summarization. Further, [12] significantly improved the per-
formance of document summarization by utilizing large pre-trained language models.
[13] designed a new pre-training task specifically for document summarization, further
advancing the development and success in this field.

2.2  Dialogue Summarization

Dialogue summarization has received increasing attention as an information-processing
technique and has been widely used in several domains. These domains include con-
ferences [14,15], daily dialogue summarization [16,17], healthcare consultation [18],
and customer service [19]. Given the unique nature of dialogues, numerous studies have
been devoted to focusing on dialogue-specific features as a way to enhance the efficacy
of dialogue summarization [20-22]. However, these studies mainly focus on summariz-
ing the whole dialogue. Only a few studies have been devoted to role-oriented summa-
rization, as the relationships between the different roles appear particularly strong and
complex [23]. [1] first define role-oriented dialogue summary generation tasks, which
aim to generate summary for specified roles, such as user summary and agent summary.
[2] propose a role interaction attention model. They model role interaction through
cross-attention and self-attention in the decoder. [3] propose a dialogue summarization
method called Global-Local Centrality (GLC). The core of the GLC method is to iden-
tify and emphasize the important sub-topics in the dialogue, by means of which the
important sub-topics in the dialogue are identified and highlighted.

3 Methodology

In this section, we explore in depth our proposed Syntax- and Topic-Aware Role
(STAR) model. Fig. 2 illustrates the structure of the STAR, where we first apply a role
prompting method, followed by a combination of syntactic and topic analysis, as a
means to achieve efficient summary generation.

3.1  Task Definition

Given the dialogue D, which contains M different roles and N dialogue texts. After
processing, these dialogue texts are transformed into N structurally consistent utterance
units, each of which, u;, contains the role information r; and the corresponding dialogue
content s; (formalized as ui = rj: si ). Our goal is to extract both the final summary of the
whole dialogue and the individualized summary for each role. In the role-oriented sum-
marization task, for each different role rj, we will generate its specific summary Y. In

this experiment, we focus on two-person
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Fig. 2. The main structure of the STAR model.

dialogue scenarios involving the roles of the questioner (user) and answerer (agent).
Therefore, y**" and y2%" represent the summaries of these two roles respectively, while
yfinal represents the summary of the whole dialogue. In addition, our method can be
easily extended to apply to datasets containing more than two speaker roles by intro-
ducing role prompts.

3.2 Role Prompts

In previous role-oriented dialogue summarization tasks, models are usually trained in-
dependently for each role. However, this approach was noted by [2] to require more
computational resources and may cripple model performance. To address this problem,
we use a role-prompting approach to control the generation of different summary so
that only one model needs to be trained. This approach differs from traditional multi-
model approaches [1] in that it guides the generation of summary specific to different
roles through a simple but effective prompt mechanism. Specifically, this approach em-
ploys specific prompt tokens at the beginning of the dialogue, such as "[User Sum-
mary]", "[Agent Summary]", and "[Final Summary]", to guide the model to produce
the corresponding summary.

3.3 Utterance Mask

After the dialogue is processed by Encoder, we employ Sentence Mask to extract the
hidden layer state vectors V = {vi1,v,...,va} for the extraction of the core semantics of
each utterance, and we compute the weighted average of all the labeled vectors in each
utterance, which is used to construct the semantic representation set of the dialogue
utterance Hy = {hu,hwz,...,hun} , as follows:

1
h, =mzlmaskij v @
il J=

where mask;; is an indicator function whose value of 1 indicates that the respective jth
token is part of utterance uj; on the contrary, a value of 0 indicates that the token is not
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part of utterance u;. In the case of using role prompt, the computed h,: becomes the
quantized representation of the role prompt.
3.4  Syntax- and Topic-Aware Role Model

To generate a high-quality dialogue summary, we apply STAR before feeding the vec-
tor representations into the decoder to produce the final summary. Its core function is
to reweight the vector representation, which is able to accurately identify key facts
about each topic in the dialogue, especially those phrases that occur infrequently but
are highly meaningful.

First, the STAR determines the centroids C of the clusters, which represent the

core of each topic in the vector space. Subsequently, we assign all utterances H, to the
corresponding clusters. Based on this clustering representation, we compute a score for
each topic to measure its relative importance.
Next, the STAR evaluates the importance of each utterance by integrating it through
the entire dialogue, sentences, and lexicon. Then, we combine these results to obtain
weighted values that take into account both syntactic structure and topic content. These
weighted values are used to fine-tune the vector representation of individual tokens.

Ultimately, these re-weighted token-level vector representations are fed into the
decoder to generate an accurate and informative dialogue summary. With this approach,
the summary not only captures the key information of the dialogue, but also reflects its
deeper semantic and topical structure. In addition, STAR is highly adaptable so that it
can be seamlessly integrated into any sequence-to-sequence (seq2seq) architecture.
This feature enables it to be used in a wide range of different tasks and systems without
major modification.

Affinity Clustering Matrix. To obtain each topic, we propose an effective method
called Affinity Clustering Matrix. We all know that for clustering tasks, the setting of
the number of centers is crucial for the final result.

In the dialogue domain, each utterance in a dialogue may contain unique information
and different semantic contents, we can ensure that in the initial stage, this unique in-
formation is kept intact and not lost due to premature clustering by treating each utter-
ance as an independent cluster, i.e., setting the initial format of the cluster to N. Based
on this, we keep K < (N + 1) clustering centers C = {c,C,...,Ck}, and we can get the
cluster center He ={n¢ R Y

N
H¢=minC>  min |h
i=1

kel,2,...,K

o @

IJI

After completing the utterance assignment, we identified the real ${K}$ topics and as-
signed each utterance $h_{u_i}$ to the corresponding topic $h*c_{u_k}$. By using the
above method, we effectively solved the problem of manually setting the number of
clustering centers.
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Algorithm 1 Affinity Clustering Matrix
1: Input: Data set H,, = {huy,. .., hu, } number of clusters K, maximum number of
iterations 7', threshold e.
2: OQutput: Cluster centers (
utterance belongs to Hy.
3: Initialization:
Select N samples from the data set H, as the initial K cluster centers o =
c:'im \ c'ém, .. ,(:5?)}.
Iteration:

fort=1,2,...,7 do
Assign each data point hy, to the closest cluster center:

~{T")
-

and determination of which clustering center the

e

on

=]

=1

o0

afr:' = argmin ||h,, — (.'g 2 |2
kE{1.2,.... K}
Update the center of each cluster to the mean of the points assigned to it:

9:
10: c:"_[)— L Zics“:‘ P,

ko 15 k
11: where Si_[) is the set of data points assigned to cluster k in iteration t.
12: Convergence Check:
13: if maxy | c:i_” — c:i_{ Y | < € then
14: Stop the algorithm.
15: end if
16: end for

Specifically, we randomly select samples from Hy as initial cluster centers C©. Subse-
quently, the cluster centers are precisely updated by an iterative process. Each discourse
vector hy; is assigned to the nearest cluster center based on the Euclidean distance. At
the end of each iteration, the cluster center is updated based on the mean value of the
points assigned to it. The algorithm continues to iterate until the maximum value of the
cluster center change is less than & (default 0.001) or a predetermined number of itera-
tions T (default 10) is reached. When this condition is satisfied, the algorithm terminates
and outputs the final cluster centers CM and the mapping of data points to these cluster
centers. Next, we will elaborate on the exact execution process of the algorithm through
Algorithm 1.

Topic-Aware Role. The Topic Aware Role approach aims to quantify the relevance of
a user's utterances to a particular topic by deeply analyzing the content of a dialogue.
Our approach is not limited to the evaluation of a single user's utterances, but takes into
account the complexity of the interactions between users and utilizes the Affinity Clus-
tering Matrix to enhance the measure of relevance of the dialogue content to the topic.
Specifically, each utterance is treated as a node in the graph theory, and the strength of
the connections between these nodes is defined by the inner product of the hidden state
vectors Hy; of the user's utterances. This structure allows us to allocate a score to each
utterance, thus revealing precisely its weight and its sphere of influence in the whole
dialog network. In this way, we not only capture the deeper meaning of the discourse
content, but also gain insight into its role and importance in the wider dialogue flow.
The score calculation procedure can be formulated as:
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Norm(3"" h, -h, )

H.

where Topic(ui) quantifies the importance of individual utterances in a dialogue relative
to a specific topic, and CID(H;) identifies the specific set of utterances associated

with each topic. We perform independent scoring of the utterance within each topic to
quantify its importance within the topic framework. These scores are then finely nor-
malized to ensure that they are consistent and comparable when comparing different
topics.

Topic(u;) = F( ,CID(H)) €))

Syntax-Aware Role. The Syntax Aware Role is used to measure the contribution of
individual utterances in a dialogue to the maintenance of the overall syntactic structure.
We not only focus on the syntactic elements within individual utterance, but also reflect
the syntactic weight of the utterance in the context of the whole dialogue through sta-
tistical analysis, while assigning higher syntactic importance to words that occur fre-
quently throughout the dialogue but are not common in individual utterance.

Furthermore, we further incorporate semantic relatedness between utterances by in-
troducing a normalized dot product of hidden states. This design allows the syntactic
scores to map not only the structural contributions of the utterance, but also take into
account the semantic interactions between the utterances, thus providing a solid foun-
dation for generating summary of dialogues that are both structurally and semantically
tightly connected. The calculation process is as follows:

syntax(u;) = (Y l{we'}f log — N )-(h, -HD) )
s len() =37 L,

where Syntactic(u;) represents the syntactic score of a single utterance u; in the dialogue.
The score is calculated by comparing the frequency of each word in a specific utterance
with its overall distribution in the dialogue, combined with the positional information
of these words in the semantic space. This method not only captures the role of the
utterance in maintaining the coherence of the dialogue but also quantifies its syntactic
influence and importance within the dialogue.

Syntax- and Topic-Aware Role. Through the previous steps, we have obtained the
topic importance and syntactic level of salience for each utterance. To enhance the topic
relevance of the utterance content and guarantee the accuracy of the syntactic expres-
sion, we multiply these two independent significance scores with each other, thus as-
signing a composite score to each utterance in the dialogue. This ensured that the key
elements in the dialogue content were accurately identified, highlighting the utterance
that is closely related to the topic while balancing the clarity and organization of the
syntactic expression.

In the process, though some utterances may be closely related to the topic, is much
less effective in understanding the flow of the overall dialogue or in contributing to a
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Table 1. Statistics of CSDS, MC and SAMSUM.

CSDS MC SAMSUM

Train Size 9,101 29,324 14,732
Validation Size 800 3,258 818
Test Size 800 8,146 819
Language ZH ZH EN
User Sum. Length 37.28 22.37 -
Agent Sum. Length 48.08 95.32 -
Final Sum. Length 83.21 114.54 20.34

high-quality summary if it lacks syntactic organization. Conversely, even syntactically
structured expressions that are weakly connected to the topic of discussion are similarly
under-utilized in terms of their importance in the summary. Thus, this composite score
is calculated as shown below:

W =Topic(u;) - Syntax(u,) (5)

Finally, to reinforce the key properties of utterances in terms of topic adaptation and
syntactic structure, we adopt a methodology that adjusts the initial hidden state of ut-
terances in a dialogue by means of a composite score. This computational process can
be concretely shown by the following formula:

h=a- (W -h)+(-a)h (6)

where  serves as a trade-off factor, set by default to 0.5. It regulates the ratio of the
composite score to the contribution of the original hidden state in the final output.

4 Experiments

4.1 Datasets

We evaluate our method on three public datasets: the CSDS [1], the MC [18], and the
SAMSUM [16]. Both the CSDS and MC datasets are designed for role-oriented sum-
marization tasks, with the CSDS dataset focusing on generating a separate summary for
customer service dialogues to generate a separate summary for user and agent roles,
while the MC dataset encompasses a summary of patient consultations and physician
recommendations. For the MC dataset, we adopt the data processing method of RODS
[2], while the SAMSUM dataset provides an evaluation platform widely used for sum-
marizing everyday dialogues in English to validate the model performance. Detailed
statistics of these three datasets will be presented in Table 1.
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4.2  Baselines and Implementation Details

Our research work focuses on integrating STAR into three widely used seq2seq models:
the BART [24,25], the BERTADbs [26], and the PGN [27]. The BART is a seq2seq
pretraining model based on the transformer, while BERTAbs employs BERT as an en-
coder and incorporates an additional Transformer block as a decoder to generate a sum-
mary, referred to as BERT. PGN is an LSTM-based seq2seq model. We incorporate
STAR in the above three models, named BART-STAR, BERT-STAR, and PGN-
STAR, respectively.

Further, our method is compared with the current state-of-the-art models. Specifi-
cally, [3] propose a Topic-Aware Global- and Local-Level Centrality model. To ensure
the fairness and comparability of the experiments, we adopt the setup of [3] for the
experimental configuration of the BART model. For the PGN and BERT models, we
follow the configuration and methodology proposed by [2].

4.3  Evaluation Metrics

To comprehensively assess the quality of abstracts, we apply six widely recognized
automatic evaluation metrics. These include ROUGE-1/2/L [28], which focus on the
overlap of unigrams, bigrams, and longest common subsequences, respectively, be-
tween the generated summary and a reference. This suite of metrics is crucial for eval-
uating the lexical and structural coherence of the text.

Additionally, we use BLEU [29] , BERTScore [30], and MoverScore [31]. BLEU
assesses the precision of n-grams in the generated text, highlighting its grammatical
accuracy. BERTScore, leveraging advanced language model embeddings, provides a
deep semantic analysis, while MoverScore, through contextual word embeddings, eval-
uates semantic similarity. These metrics collectively ensure a thorough evaluation of
the abstracts, encompassing lexical, syntactic, and semantic aspects.

Since automated evaluation does not accurately reflect the relevance and fluency of
the generated summaries, we also use a human evaluation method [32] to validate the
effectiveness of the model. We recruit ten volunteers to rate our model as well as the
summary generated by the benchmark model. The scoring rule is divided into two parts:
(1) relevance: evaluate whether the generated summary accurately expresses the core
content of the dialogue; (2) fluency: check whether the generated summary is semanti-
cally fluent and free of typos. For these two aspects, we used a five-point scoring range
with integer scores from 0 to 5. Thus, the total summary score for a dialogue ranges
from 0 to 10, with higher scores indicating better quality of the generated summary.

5 Results and Discussions

5.1 Main Results

As shown in Table 2 and 3, we show the results of comparing the performance of our
model with other seq2seq models on role-specific dialog summary datasets. Each cell
in the table contains three values corresponding to the overall summary, the user
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Table 2. Results on the CSDS dataset test set.

CSDS ROUGE-1 | ROUGE-2 | ROUGE-3 BLEU BERTScore Mov-
erScore

PG N 55.58/53.55/50.20 | 39.19/37.06/35.12 | 53.46/51.05/47.59 | 30.03/29.64/28.25 77.96/78.68/76.13 59.00/58.68/58.23

PGN_GLC 57.91/57.11/52.80 | 40.97/39.55/37.14 | 55.62/54.21/49.89 | 32.93/33.89.30.15 78.94/79.83/77.01 59.62/59.42/58.79

PGN-STAR 59.23/57.61/53.02 | 41.43/40.01/37.61 | 57.12/54.61/50.15 | 34.58/34.78/30.94 | 79.09/80.18/77.18 | 59.81/59.60/58.97

BERT 53.87/52.72/49.57 | 37.59/36.39/33.82 | 52.40/50.44/46.83 | 29.90/30.17/26.99 | 78.52/79.23/76.39 | 58.23/58.10/57.79

BERT-GLC 57.61/55.15/52.29 | 41.23/41.88/36.43 | 55.70/55.88/50.18 | 32.77/32.63/29.79 | 79.89/80.71/77.28 59.72/59.58/58.84

BERT-

57.93/55.62/52.64 | 41.40/42.01/36.56 | 56.07/56.21/50.30 | 33.83/33.59/30.68 | 79.99/80.79/77.40 59.95/59.70/59.12
STAR
BART 59.07/58.78/53.89 | 43.72/43.59/40.24 | 57.11/56.86/50.85 | 34.33/34.26/31.88 | 79.74/80.67/77.31 60.11/59.86/58.75

BART-GLC 60.07/61.39/54.59 | 44.66/45.60/40.02 | 58.11/59.18/52.37 | 35.89/36.43/32.35 | 80.10/81.52/77.61 60.29/60.93/59.03

BART- 60.54/61.65/54.83 | 45.01/45.98/40.46 | 58.62/59.41/52.66 | 36.25/37.44/32.87 80.23/81.71/77.88 60.36/61.05/59.30
STAR
Table 3. Results on the MC dataset test set.
MC ROUGE-1 | ROUGE-2 | ROUGE-3 BLEU BERTScore Mov-
erScore
PG N 85.32/94.82/82.56 | 81.25/94.32/77.91 | 84.34/94.77/81.47 | 71.50/87.66/68.10 92.90/97.60/91.74 80.90/93.84/79.69
PGN_GLC 86.57/95.31/83.97 | 82.04/94.88/79.16 | 85.37/96.48/82.84 | 73.02/88.11/70.04 93.47/97.95/92.36 81.97/94.45/80.84

PGN-STAR 86.81/95.38/84.22 | 82.24/94.92/79.30 | 85.49/96.51/83.96 | 73.30/88.10/70.28 | 93.63/97.95/92.41 82.18/94.47/80.96

BERT 84.07/95.10/81.53 | 79.90/94.48/76.78 | 83.04/95.06/80.30 | 68.19/87.20/64.09 | 92.68/97.86/91.71 81.28/93.90/80.48

BERT-GLC 85.64/95.49/82.87 | 81.44/94.97/78.05 | 84.16/96.10/81.57 | 69.84/87.94/66.01 | 93.15/97.92/92.36 82.64/94.49/81.44

BERT-

85.96/95.54/83.00 | 81.65/94.96/78.42 | 84.30/96.13/81.75 | 70.26/87.96/66.31 | 93.27/97.93/92.49 | 82.91/94.50/81.62
STAR
BART 88.37/95.42/86.33 | 84.75/94.99/82.33 | 87.38/95.37/85.30 | 73.68/90.29/68.93 | 93.65/97.94/92.63 | 82.35/94.17/81.27

BART-GLC 89.55/96.84/88.47 | 86.47/96.14/84.62 | 88.56/96.23/86.77 | 74.19/91.32/70.18 | 94.17/98.25/92.96 | 82.94/95.35/82.10

BART-
STAR

89.80/96.84/88.70 | 86.73/96.14/85.04 | 88.76/96.23/87.06 | 74.54/91.34/70.52 | 94.27/98.24/93.09 83.30/95.35/82.49

(patient) summary, and the agent (doctor) summary. The best performance in each met-
ric is marked in bold. The BART-STAR model exhibits the best performance on the
CSDS and MC datasets.STAR is simply embedded between the encoder and decoder
without changing any structure of the seq2seq model. In addition, our model can gen-
erate summaries of different roles with only one training.

As shown in Table 2, STAR outperforms all baseline models on the CSDS dataset.
Compared to the previous SOTA model BART-GLC, BART-STAR generated final,
user, and agent summaries with an average improvement of 0.32, 0.39, 0.34, 0.63, 0.20,
and 0.15 on the ROUGE-1, ROUGE-2, ROUGE-L, BLEU, BERTScore, and Mov-
erScore metrics, respectively. We can see that the BLEU enhancement is significantly
higher than the enhancement of other metrics, and we analyze this in conjunction with
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the generated instances and find that the length of the generated text is closer to the
reference text, so we speculate that it is the length of the generated text that is affecting
the value of the BLEU. This indicates that the generated summaries are more similar to
the reference summary in terms of syntactic structure and contain the key information
points of the reference summary.

Table 4. Results on the SAMSUM dataset test set.

SAMSUM ROUGE-1 | ROUGE-2 | ROUGE-3 | BLEU | BERTScore | MoverScore
PGN 40.08 15.28 36.63 37.49 80.67 50.87
PGN-GLC 4111 16.24 37.31 38.10 8154 60.04
PGN-STAR 4152 16.53 37.60 38.43 81.69 60.18
BERT 50.34 24.71 46.63 46.93 88.72 61.17
BERT-GLC 51.18 25.26 47.07 47.66 89.64 61.59
BERT-STAR 51.49 25.57 47.26 48.00 89.96 61.85
BART 53.12 27.95 49.15 49.28 9214 61.59
BART-GLC 53.74 28.83 4962 50.36 92.77 62.27
BART-STAR 53.95 29.02 49.88 50.69 92.96 62.45

As shown in Table 3, STAR still achieves competitive results on the MC dataset.
Compared to the previous SOTA model BART-GLC, BART-STAR generated final,
user, and agent summaries with an average improvement of 0.16, 0.23, 0.16, 0.24, 0.07,
and 0.25 on the ROUGE-1, ROUGE-2, ROUGE-L, BLEU, BERTScore, and Mov-
erScore metrics, respectively. On the MC dataset, STAR demonstrated only slight per-
formance gains, a phenomenon that can be largely attributed to the consistency and
patterned language use that patients exhibited in their conversations. Patients tend to
use repetitive and standardized expressions, which leads to the homogenization of pa-
tient speech in the dataset. In addition, through an in-depth comparative analysis of our
generated summaries with the actual conversational content, we found a high degree of
consistency between the two and this was reflected in higher scores on the automatic
evaluation metrics. The high scores on the six metrics demonstrate that the STAR-
generated summaries are already comparable to the reference summaries.

The previous two datasets are Chinese-based summarization datasets, and in order
to further demonstrate the generalization and generalizability of our proposed approach,
we similarly validate them on the English dataset (see Table 4 for details). Considering
that the SAMSUM dataset does not support role-specific summarization features, our
report focuses on the overall performance of the final summaries. STAR on the
SAMSUM dataset shows significant improvements for all three different seq2seq ar-
chitectures. Compared to the previous SOTA model, BART-GLC, the summaries gen-
erated by BART-STAR show an improvement of 0.21, 0.19, 0.26, 0.33, 0.19, and 0.18
in the ROUGE-1, ROUGE-2, ROUGE-L, BLEU, BERTScore, and MoverScore met-
rics, respectively. The overall improvement in the metrics suggests that the syntax-
aware roles and topic-aware roles work together to generate summaries that are not only
more accurate in their use of vocabulary and phraseology, but also better at maintaining
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coherent sentence structure, as well as better at capturing and conveying the core
themes and messages.

The above experimental results and analyses demonstrate that STAR has improved
in understanding both the structure and content of the original text and is able to gen-
erate more accurate, coherent, and topically relevant summaries.

Table 5. Ablation studies on the CSDS dataset.

MC ROUGE-1 | ROUGE-2 | ROUGE-3 BLEU BERTScore Mov-
erScore

BART 59.07/58.78/53.89 | 43.72/43.59/40.24 | 57.11/56.86/50.85 | 34.33/34.26/31.88 | 79.74/80.67/77.31 60.11/59.86/58.75

BART_ ro |e 59.42/58.96/54.03 | 44.17/45.65/40.54 | 57.43/59.06/52.51 | 34.30/36.01/31.57 | 79.86/80.69/77.77 60.17/60.93/59.03

BART_T0p|C 59.85/60.97/54.49 | 44.42/45.55/40.18 | 57.86/58.71/52.40 | 35.43/36.24/31.87 | 79.94/81.49/77.51 | 60.19/60.85/59.10

BART-

60.02/61.13/54.58 | 44.45/45.49/40.24 | 57.98/59.06/52.22 | 35.62/36.38/31.87 | 79.94/81.67/77.64 | 60.17/60.94/59.18

Syntax
BART_ST 60.34/61.29/54.73 | 44.75/45.70/40.20 | 58.26/59.07/52.48 | 35.85/36.44/31.90 | 80.22/81.69/77.87 60.29/60.99/59.25
BART-

60.54/61.65/54.83 | 45.01/45.98/40.46 | 58.62/59.41/52.66 | 36.25/37.44/32.87 | 80.23/81.71/77.88 60.36/61.05/59.30
STAR

5.2 Ablation Study

On the one hand, we endeavor to gain a deeper understanding of the inner workings of
the model, on the other hand, more critically, we go through a rigorous validation pro-
cess to confirm the validity of each of the proposed modules and their necessary con-
tribution to the overall system performance. A detailed comparative analysis of each of
the BART-STAR modules has been performed, which includes (1) Three BART mod-
els (final/user/agent) fine-tuned for different summarization tasks; (2) A single BART
model with role prompts (BART-Prompt); (3) BART model that uses topic-aware roles
to reweight the hidden state (BART-Topic); (4) BART model that uses syntactic-aware
roles to reweight the hidden states (BART-Syntax); (5) BART-ST model that combines
topic and syntax awareness to reweight hidden states; and (6) BART-STAR model that
combines Prompt, Topic, and Syntax to reweight hidden states.

Observing the experimental results in Table 5, we can see that each component has
a significant positive impact on enhancing the performance of the BART model. Spe-
cifically, the introduction of prompts aids the model's understanding of the context and
topic of the dialogue, and it generates more precise and targeted summaries by provid-
ing explicit instructions for the model to direct its attention to the most critical or rele-
vant content in the dialogue. By incorporating the Topic-aware Role, the model's ability
to capture and analyze the topic-related elements of the conversation is enhanced, en-
suring that the summaries are closely aligned with the central themes of the conversa-
tion, which naturally improves the relevance and overall quality of the summaries. In
addition, by integrating the Syntax-aware Role, our model can utilize syntactic analysis
to provide a deeper interpretation of sentence structure in the dialog. This deeper un-
derstanding of sentence structure not only helps the model capture subtle language
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changes, but also strengthens its grasp of the relationships between individual linguistic
components, thus significantly improving the accuracy and quality of summary gener-
ation.

In particular, the performance improvement after the introduction of syntactic aware-
ness components is most prominent. When these components are united, their com-
bined effect greatly exceeds the performance when each is used independently, which
further confirms the mutual gain effect between syntactic structure and topic content.
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5.3 Human Evaluation

To assess the quality of the summaries in more detail, we evaluate them against prede-
fined criteria in the section 4.3. Specifically, we analyze 100 randomly selected samples
from the test set of each of the three datasets (for the MC and CSDS datasets, these 100
samples covered three different summary types). We use the BART-STAR and BART-
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GLC models to generate summaries for each sample. To ensure the fairness of the as-
sessment, we recruit ten volunteers to conduct the assessment and train them in the
detailed assessment rules. We count the scores on these two dimensions (relevance and
fluency) to reflect the quality of the generated summaries. Ultimately, we normalize
these scores to a range of 0 to 1, with higher scores indicating better-generated sum-
maries. As shown in Fig. 3, our model outperforms the baseline. This suggests that
STAR ensures that summaries are comprehensive and

Final Summary

BART

BART-STAR

Reference

55555 ked how fo pay.

Fig. 5. An example from the CSDS test set illustrates the dialogue on the left, STAR weights for
the discourse in the center, and the summaries—both generated and referenced—on the right.
Blue highlights denote redundant details, green indicates Topic #1, and red pertains to Topic #2.

coherent by accurately delineating dialogue topics and reinforcing the logical relation-
ships between discourse parts.
5.4  Speed Study

Fig. 4 shows a comparison of the training and prediction efficiency of the STAR model
in combination with the GLC model applied to different seq2seq models (PGN, BERT,
BART) on the CSDS dataset. To ensure a fair comparison, we apply the same training
parameter settings to each model as the baseline model. Specifically, the PGN trains
for 30 epochs, while BERT completes 4000 training steps and BART trains for 5
epochs. The STAR substantially improves the efficiency in all cases: in comparison to
PGN, BERT, and the GLC variant of BART, STAR achieves savings in training time
of 22.33%, 26.22%, and 37.13%, respectively. This efficiency gain is equally evident
in prediction time, which reduces by 22.54%, 20.23%, and 29.39%. Among them,
BART-STAR performs most significantly in accelerating the training and prediction
process. This indicates that the STAR model greatly improves the efficiency of the
seg2seq model, especially when combined with the BART model.

5,5  Case Study

In the test set, we have selected an example to show the potential of our proposed STAR
model, which is shown in detail in Fig. 5. The left part of the figure presents the original
text of the dialogue, the middle part reveals the STAR weights corresponding to each
part of the dialogue, and the right side shows the summary generated from the left dia-
logue and its core facts. By looking at the weight distribution in the figure and the
content of the summary on the right side, it is clear that the parts of the utterance that
are closely related to the summary are given higher weights.
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The "Final Summary" section of Fig. 5 further compares the summary information
generated by different models. Our model divides the dialogue into two topics: the first
topic focuses on solution inquiries, while the second topic focuses on the discussion of
payout methods. As can be observed by the color comparison, the STAR captures key
information accurately and ensures logical correctness. Although the summary gener-
ated by the other models seems reasonable on the surface, they actually have logical
problems. For example, when a user inquires about the payout method, even though the
customer service does not provide advice on re-ordering, this information is incorrectly
categorized in the summary of the second topic, leading to logical inconsistencies. This
illustrates the significant advantages of our method in guaranteeing the accuracy of in-
formation and maintaining logical consistency.

6 Conclusion

In this paper, we propose a Syntax- and Topic-Aware Role (STAR) model that aims to
more accurately segment dialogue topics while effectively capturing key contextual in-
formation. Our STAR model can easily integrated into other models based on the
seq2seq structure to improve its performance. Based on a series of experiments and in-
depth analysis, the results show that the STAR model can not only efficiently classify
topics and accurately identify the key contexts, but also achieve a certain improvement
in processing speed. In future work, we plan to extend our work to datasets with a
greater number of characters and explore applying our model to other dialogue-related
tasks.
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